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Abstract

Conditional on using generative AI on a task, does the human or the AI execute it?
I examine this division of labor using task-level aggregates from two weekly sam-
ples of roughly one million Claude.ai conversations each, in November 2025 and
February 2026. For each O*NET task, I measure delegation as the share of conversa-
tions in which execution is handed to the AI, and realized performance as the share
of conversations that Anthropic’s classifier judges successful. I ask whether execu-
tion is handed to the AI more often in tasks with higher performance. Across tasks,
higher delegation is associated with lower performance in both waves, with corre-
lations ranging from −0.455 to −0.640. This relationship persists after accounting
for the purpose of use, the type of work, and Claude’s concentration in program-
ming tasks. Between the two waves, average performance in the same tasks rose by
roughly four percentage points, while delegation remained essentially unchanged.
Among tasks with similar performance, delegation is lower where users are more
often judged able to complete the task without AI, and delegation also varies sys-
tematically across types of work. These findings suggest that performance and
delegation are distinct margins of AI use.
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1 Introduction

Much of the economics of generative AI (GenAI) asks two questions: what AI can
do, and where it is used. Measures of occupational exposure to AI and benchmark
evaluations of AI models address the first question (Webb, 2020; Felten et al., 2021;
Eloundou et al., 2024; Kwa et al., 2025; Patwardhan et al., 2026), and surveys of workers
address the second (Bick et al., 2026a; Humlum and Vestergaard, 2025). Conditional on
using AI on a task, a third question is whether the human or the AI executes it. The
related literature examines in theory when AI should execute tasks rather than assist
humans (Athey et al., 2020; Fügener et al., 2026), investigates how people decide what
to hand over to AI in experiments and field studies (Fügener et al., 2022; Randazzo
et al., 2025), and documents patterns of human–AI interaction in actual use (Handa
et al., 2025; Chatterji et al., 2025).

Consider a programmer who asks an AI to fix a bug. The programmer has two
broad options. First, the programmer can let the AI write the fix, at most running it
and reporting any error message back to the AI. Second, the programmer can write the
fix and ask the AI to check it, refine a draft fix together with the AI over several rounds,
or ask the AI to explain what went wrong. In the first case, the AI executes the task, and
I call this type of interaction delegation. In the second case, the human keeps control of
producing the work and uses the AI to iterate, to learn, or to check, and I call this type
of interaction augmentation. A task can be handled in either way, and different users
handle the same task differently. The choice between these two modes of interaction
determines who executes the task, a margin close to the allocation of tasks between
workers and machines that task-based models of technology emphasize (Autor et al.,
2003; Acemoglu and Autor, 2011; Autor, 2015; Acemoglu and Restrepo, 2018, 2019).

A natural question is whether users delegate execution more often in tasks with
higher realized performance. This paper examines this relationship across tasks, how
it changed over time, and which other characteristics are associated with delegation.

To this end, I use task-level aggregates from the Anthropic Economic Index (AEI).
In each of two weekly waves, one in November 2025 and one in February 2026, An-
thropic samples about one million conversations on its consumer product, Claude.ai.
Anthropic’s automated classifiers assign each conversation a task statement from the
Occupational Information Network (O*NET),1 one of five interaction patterns or none
if no pattern can be identified, a judgment of whether the AI successfully completed
the task, and other labels, including whether the conversation is for work and whether

1O*NET, sponsored by the U.S. Department of Labor, describes each occupation by a list of task
statements, short descriptions of the work done in that occupation (National Center for O*NET Devel-
opment, 2015).
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the user could have completed the task without AI. Anthropic does not release individ-
ual conversations, but it reports the number of conversations and aggregate statistics
for each O*NET task, including the share of conversations assigned to each interaction
pattern and the share of conversations judged successful. The O*NET task is therefore
my unit of observation. For each wave, the main sample consists of tasks that have at
least 100 conversations. The main samples contain 947 O*NET tasks in November and
1,023 in February, with 883 appearing in both.

Of the five interaction patterns, I classify directive use and feedback loops as del-
egation patterns, in which the AI executes the task either directly or by revising its
work in response to user feedback. I classify task iteration, learning, and validation as
augmentation patterns, in which the user retains control while refining outputs, seek-
ing explanations, or checking their own work.2 For each task, I measure delegation as
the share of conversations with an identified interaction pattern that fall into the two
delegation patterns. Delegation therefore measures how often execution is handed to
the AI across conversations, not what fraction of the work within a conversation is
delegated. I measure realized performance as the share of a task’s conversations that An-
thropic’s success classifier judges successful. This measure captures success in actual
human–AI conversations rather than the AI model’s standalone capability. I refer to it
simply as performance below.

The paper has three main findings, which together suggest that performance and
delegation are distinct margins of AI use. First, tasks with higher delegation tend to
have lower performance. With equal weights, the correlation between delegation and
performance across tasks is −0.455 in November and −0.558 in February. When tasks
are weighted by their conversation counts, the correlations are −0.586 and −0.640,
respectively. Software tasks such as debugging and writing programs tend to have
high delegation and low performance, whereas tutoring, coursework help, advising,
and copy editing tend to have low delegation and high performance. The negative
relationship persists among work-focused tasks and after accounting for the composi-
tion of each task’s conversations across work, coursework, and personal use.3 It also
holds within O*NET generalized work activities, after excluding computer-occupation
tasks, and after reweighting Claude’s intermediate work activities toward the survey-
measured distribution of GenAI use among U.S. workers (Bick et al., 2026b).

2Anthropic groups the patterns in the same way but uses the term automation for the delegation
patterns. I use the term delegation because the patterns record who executes the task in a conversation,
not whether AI replaces workers.

3I define work-focused tasks as those with at least 50 percent of conversations classified as work
and repeat the analysis using a 75 percent threshold. I also check whether delegation and performance
remain negatively correlated after adjusting both measures for the shares of conversations used for work
and for coursework. Because the shares of work, coursework, and personal use sum to about one, this
adjusts for the whole composition of uses.
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Second, among the 883 tasks observed in both waves, average performance in-
creased by roughly four percentage points, while average delegation remained essen-
tially unchanged. The performance gain was similarly large among tasks whose del-
egation changed by no more than two percentage points and remained evident after
controlling for observed changes in conversation composition or excluding computer-
occupation tasks. Task-fixed-effects estimates further show an upward shift in the fit-
ted delegation–performance profiles of 4.4 and 3.7 percentage points at a delegation
level of 0.5, with equal and conversation weights, respectively. The shift was approxi-
mately parallel across delegation levels, with no clear evidence of nonlinear curvature.

An illustrative framework offers a plausible interpretation of why these two mar-
gins need not move together. In this framework, users choose between the delegation
mode and the augmentation mode based on their relative payoffs. If the probability
of success for a given task rises by similar amounts under both modes, overall per-
formance can increase with little change in the relative payoffs of the two modes and
hence little change in how often users delegate. If this common rise is also similar
across tasks, the delegation–performance relationship shifts upward approximately in
parallel. The two waves span the release of two new models in Anthropic’s most capa-
ble class, Claude Opus 4.5 and Claude Opus 4.6, each of which scored higher than its
predecessor on most of the benchmarks.4

Third, among tasks with similar performance, delegation varies systematically with
three characteristics: (1) human-only ability, defined as the share of conversations in
which the user is judged able to complete the task without AI, (2) human-only time, de-
fined as the estimated time a competent professional would need, without AI, to com-
plete the work that the AI performed in a conversation, and (3) the type of work. I find
that delegation is lower for tasks with higher human-only ability and longer human-
only time. Even at similar performance, computing and information-technology work
exhibits higher delegation than communication, advice, and information-gathering
work. The human-only time result may seem counterintuitive, since work that would
take a human longer offers greater potential time savings from delegation. One plau-
sible explanation is that longer work is also costlier to delegate in full. The user may
need to supply context, guide intermediate steps, and verify the output. AI success
also tends to decline with the time a task takes humans (Kwa et al., 2025; Appel et al.,
2026). As a result, step-by-step augmentation may be more attractive than delegating
all of the work at once.

The paper relates to three strands of literature. The first studies delegation, both in
organizations and to AI. In organizations, giving authority to a better-informed agent

4The benchmark comparisons are in their release announcements (Anthropic, 2025, 2026d). The data
do not break down the rise in performance by its source.

4



with different objectives costs the principal control (Aghion and Tirole, 1997; Dessein,
2002). When the agent is an AI, recent theories study whether it works autonomously
and the cost of verifying its output (Ide and Talamàs, 2025; Huang et al., 2026). Re-
search on AI systems also treats an AI’s capability and the amount of work handed to
it as separate questions. Whether a case should be handed to an algorithm depends on
more than the algorithm’s accuracy (Raghu et al., 2019), and an AI system’s autonomy
is a dimension separate from its capability (Morris et al., 2024). In experiments, peo-
ple give up earnings to keep the right to make a decision themselves (Bartling et al.,
2014), stop relying on an algorithm after seeing it err, even when it outperforms a hu-
man forecaster (Dietvorst et al., 2015), and delegate cases to an AI poorly because they
misjudge their own ability (Fügener et al., 2022). These studies examine delegation in
theory or in controlled settings. By contrast, I measure it in actual AI use, using task-
level aggregates of about two million Claude.ai conversations across O*NET tasks. I
find that, among tasks with similar performance, delegation is lower for tasks with
higher human-only ability and longer human-only time.

The second strand measures where and how GenAI is used. Handa et al. (2025)
map Claude.ai conversations to O*NET tasks and introduce the interaction patterns
behind my delegation measure, and Anthropic’s later reports add labels for success,
human-only ability, and human-only time and track the aggregate shares of the inter-
action patterns over time (Appel et al., 2026; Massenkoff et al., 2026). Anthropic also
finds that users who have used Claude longer rely less on directive use and succeed
more often (Massenkoff et al., 2026). These reports do not relate delegation to success
across tasks or report how success changed between the two waves. Other studies
use Anthropic’s labels to examine usage, workflows, and employment (Lynch, 2026;
Demirer et al., 2026; Brynjolfsson et al., 2025a), or measure how much autonomy users
grant AI agents, finding evidence that autonomy in practice depends on user behav-
ior as well as model capabilities (McCain et al., 2026). Tomlinson et al. (2025) sepa-
rate users’ goals from the AI’s actions in Bing Copilot conversations, and Shao et al.
(2025) compare workers’ desire for automation of O*NET tasks with experts’ ratings
of AI capability. Bick et al. (2026b) measure GenAI adoption among U.S. workers across
O*NET detailed work activities. Chatterji et al. (2025) study request types, distinguish-
ing requests for information or advice, which they call Asking, from requests for task
execution or output production, which they call Doing. Neither measure captures how
work is divided between humans and AI. In particular, adoption records whether AI
is used, whereas a Doing label is based on a single sampled message and does not rule
out repeated human guidance and revision. I instead use Anthropic’s labels to relate
delegation, which is conditional on AI use, to performance across approximately 1,000
O*NET tasks, and compare delegation with the adoption rates of Bick et al. (2026b).
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The third strand of literature studies human–AI production and the division of
work. GenAI improves productivity in writing and customer support (Noy and
Zhang, 2023; Brynjolfsson et al., 2025b), but can reduce accuracy when tasks exceed
its capabilities (Dell’Acqua et al., 2026), and consultants who hand entire workflows
to it are less accurate than those who use it selectively (Randazzo et al., 2025).
Agarwal et al. (2023) find that AI assistance does not improve radiologists’ average
diagnostic accuracy because radiologists do not properly incorporate AI predictions.
Fügener et al. (2026) show that the optimal allocation of tasks among humans, AI,
and human–AI teams depends on their relative accuracy. These studies examine the
effects of AI assistance or how work should be allocated in specific settings. I instead
relate how users actually divide task execution with AI to measured performance
across a large number of O*NET tasks. I find that delegation is more common in tasks
with lower measured performance and remained nearly unchanged between the two
waves, which span the release of new models, even as performance rose across the
same tasks.

The rest of the paper is organized as follows. Section 2 introduces the data and mea-
sures. Section 3 presents an illustrative framework for the choice between delegation
and augmentation. Section 4 examines the relationship between delegation and per-
formance across tasks, while Section 5 compares the same tasks across two waves. Sec-
tion 6 studies other correlates of delegation, including human-only ability, human-only
time, and the type of work, and compares delegation with GenAI adoption. Section 7
concludes and discusses directions for future research.

2 Data and Measurement

2.1 Unit of observation and samples

My data come from the AEI, which describes the use of Claude, Anthropic’s AI assis-
tant. I use two weekly waves of the AEI, one in November 2025 and one in Febru-
ary 2026. In each week, Anthropic draws a sample of about one million Claude.ai
conversations, and its automated classifiers assign labels to each conversation: (1) an
O*NET task statement, (2) one of five interaction patterns or none, (3) a yes-or-no suc-
cess judgment, and (4) other labels (Tamkin et al., 2024; Handa et al., 2025; Appel et al.,
2026; Massenkoff et al., 2026). Anthropic does not release the conversations or any
conversation-level records, but it publishes task-level aggregates of these labels. For
each O*NET task, these aggregates give the number of conversations, the count for
each interaction pattern, the count for each success label, and statistics for other la-
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bels, such as the share of conversations that are for work and the share in which the
user could have completed the task alone. My unit of observation is thus the O*NET
task. Every measure from the AEI is a share or a mean computed from a task’s con-
versations. Appendix A gives the full details of the data, and its Table A.1 defines the
variables and specifies their sources.

Anthropic assigns each conversation to an O*NET task statement, drawn from ap-
proximately 19,500 statements in O*NET version 20.1 covering 974 occupations. These
statements describe the activity discussed in a conversation, not necessarily the user’s
occupation. For example, a conversation in which a student seeks help with a program-
ming assignment may be classified under a software-development task, even though
the student is not a software developer. I therefore study how task execution is divided
between humans and AI across conversations within each task, regardless of the user’s
occupation.

The November sample consists of 999,875 conversations from November 13 to 20,
2025, and the February sample of 1,000,000 conversations from February 5 to 12, 2026
(Appel et al., 2026; Massenkoff et al., 2026; Anthropic, 2026a).5 The main sample in each
week consists of the tasks that have at least 100 conversations and satisfy the data-
availability criteria in Appendix A. It contains 947 tasks in November, holding 84.7
percent of the week’s conversations, and 1,023 tasks in February, holding 83.9 percent.
For the cross-wave analysis, I use the 883 tasks that belong to both main samples and
call them the balanced panel. The panel follows tasks, not users or conversations, since
each week’s measures come from a different sample of conversations. The 883 tasks
hold 99.1 and 97.9 percent of the main samples’ conversations and 83.9 and 82.1 percent
of the two weeks’ conversations.

Unless noted otherwise, I report each statistic under two weightings. With equal
weights, each task counts once, and a mean is an average over tasks. With conver-
sation weights, each task receives weight proportional to its number of conversations
nj in the week. For performance, the resulting mean equals the share of all main-
sample conversations judged successful. The two weightings can differ because a
few programming tasks account for a large share of conversations. The ten largest
tasks, mostly software work, hold 24 percent of the November week’s conversations
and 19 percent of the February week’s. In the balanced panel, each task receives the
same conversation weight in both waves, defined as its average conversation count,

5Both samples cover the consumer product Claude.ai. I do not use the other releases of the AEI. The
three releases before the two I use, published in February, March, and September 2025, do not report
task success, and the June 2026 release changes the sampling design and the task classifier and does not
report success by task (Anthropic, 2026a). I also exclude data from Anthropic’s first-party application
programming interface (API), which are classified at the level of individual request–response exchanges
rather than complete conversations. Consequently, their interaction-pattern and success measures are
not directly comparable to those used here.
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n̄j = (nj,Nov + nj,Feb)/2. This holds the relative weights of tasks fixed, so changes in
their conversation shares do not mechanically contribute to the cross-wave compari-
son.

2.2 Delegation

Anthropic’s interaction-pattern classifier assigns each conversation to one of five pat-
terns, or to none if it cannot identify a pattern.6 The five patterns are directive use,
feedback loops, task iteration, learning, and validation. Table 1 describes them, based
on Anthropic’s definitions. Following Handa et al. (2025), I divide the five interaction
patterns into two groups. In the first group, I classify directive use and feedback loops
as delegation patterns, in which the AI executes the task either directly or by revising its
work in response to user feedback. In directive use, the human hands the task over
with little further interaction. In a feedback loop, the human keeps the role of tester,
relaying error messages or test results back to the AI. In the second group, I classify
task iteration, learning, and validation as augmentation patterns, in which the user re-
tains control while refining outputs, seeking explanations, or checking their own work.
Anthropic calls the first group automation, and I use the term delegation because the
measure records who executes the task in a conversation with the AI, not whether the
AI replaces workers.

Let πj,p be the share of pattern p among task j’s conversations with an identified
pattern.7 I measure delegation Dj, defined as the share of a task’s conversations with an
identified interaction pattern that fall into the two delegation patterns,

Dj = πj,directive use + πj,feedback loop. (1)

Delegation Dj therefore measures how often execution is handed to the AI across a
task’s conversations, not what fraction of the work within a conversation is delegated.

6The label none indicates that the classifier could not identify an interaction pattern, rather than a
distinct mode of use. These conversations account for approximately 2 percent of main-sample conver-
sations and are excluded from the denominator of delegation. Appendix Table A.2 reports the results
when they are included in the denominator.

7For privacy, Anthropic withholds any task-by-label count below 15 conversations. When an
interaction-pattern count is withheld, I compute the pattern shares from the published counts and leave
the withheld conversations out. These are 1.4 percent of main-sample conversations in November and
1.6 percent in February. Appendix A gives the details.
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Table 1: The Five Interaction Patterns

Pattern What the human does What the AI does

Delegation patterns
Directive use Hands over the whole task with minimal

further interaction
Executes the task

Feedback loop Relays feedback from outside the
conversation, such as error messages or test
results, and so remains involved as a tester

Executes the task and revises
it in response to the feedback

Augmentation patterns
Task iteration Refines the AI’s output Produces the output jointly

with the human

Learning Asks for explanations to understand the
subject rather than to get the task done

Explains or instructs

Validation Produces the work and asks the AI to check it Checks the human’s work

Notes: The middle column paraphrases the definitions of the AEI’s interaction-pattern classifier, whose labels Anthropic calls
collaboration patterns, and the last column summarizes what they imply for the AI (Handa et al., 2025; Anthropic, 2026e).

2.3 Performance

Anthropic’s success classifier judges whether the AI successfully completed the task
that the user requested, based on the conversation as a whole, and answers yes or no.
From the published counts, I construct each task’s performance Sj, defined as the share
of the task’s conversations that the success classifier judges successful.

Three features of this measure matter for reading the results. First, performance is
measured in actual use and is not a standardized measure of capability. Benchmarks
score what a model does alone on fixed problems (Kwa et al., 2025; Patwardhan et al.,
2026), whereas performance is a joint outcome of a user and the AI, judged by a model,
and it averages over the people who bring the task to Claude, what they ask for, and
how they divide the work with the AI.8

Second, the same classifier model, Claude Sonnet 4.5, labeled both waves, and the
success classifier used the same prompt in both, so a cross-wave change in the level of
performance does not reflect a change in the classifier model or in the success prompt.9

Because the same model also assigned the interaction patterns of both samples, a cross-
wave change in delegation does not reflect a change in the classifier model either.

8Even benchmarks can misstate the value of a model in deployment (Gans, 2026). Performance also
depends on the difficulty of what was asked, on how the user behaved, on the trajectory of the interac-
tion, on the model that served the conversation, and on the classifier that judged it. Anthropic compared
the success classifier with a human researcher’s ratings of a small set of Claude.ai conversations and
found it “directionally accurate” (Appel et al., 2026).

9Anthropic’s published documentation names the classifier model only for the November sample, in
its January 2026 report (Appel et al., 2026). Anthropic confirmed the February classifier model and the
unchanged success prompt. Appendix Table A.3 documents the two samples.
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Third, Anthropic reports success and interaction patterns separately for each task,
without reporting how many conversations fall into each combination of the two. Con-
sequently, I cannot compare the success rates of delegation and augmentation within a
task. Instead, I examine how delegation and performance are related across tasks and
how they change for the same tasks between the two waves.

2.4 Other task characteristics

Besides performance, I relate delegation to two groups of task characteristics. The first
group consists of four other classifier labels: (1) whether the user could have completed
the task alone, (2) how long a professional would need, without AI, for the work that
the AI performed in the conversation, (3) whether the user was multitasking, and (4)
the purpose of use. These four labels come from the same conversations and the same
family of classifiers as Dj and Sj. The second group comes from O*NET, independently
of Anthropic’s classifiers, and describes the type of work and whether O*NET lists the
task for a computer occupation.

Human-only ability is defined as the share of conversations in which the user is
judged able to complete the task without AI. The classifier counts the user as able even
if completing the task alone would have taken more time. Human-only time is defined
as the estimated time a competent professional would need, without AI, to complete
the work that the AI performed in a conversation. For each conversation, the classifier
estimates the hours that a professional with the necessary skills, context, and tools, but
without AI, would need for that work.10 Anthropic reports the average estimated time
across each task’s conversations. Unlike the other labels, human-only time is measured
in hours rather than as a share. Because human-only time is right-skewed across tasks,
I use its logarithm in the following analysis.

The multitasking share is defined as the share of conversations in which the user is
judged to work on more than one task over the course of the conversation, although
each conversation is assigned a single O*NET task statement. The use-case classifier
records the purpose of use, labeling each conversation as work, coursework, or per-
sonal use according to whether it mainly serves the user’s job, the user’s coursework,
or neither. The work share, coursework share, and personal share are defined as the shares
of a task’s conversations with each label.

For the second group, I use O*NET to characterize the type of work associated with
each task. O*NET lists task statements for each occupation and, where available, links
them to detailed work activities (DWAs). Each DWA belongs to an intermediate work activ-

10This work may cover only part of the O*NET task to which the conversation is assigned.
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Table 2: O*NET Work-Activity Levels

Level Number in
O*NET 20.1

Coverage,
Nov. / Feb.

Linkage

Task 19,530 947 / 1,023 One or more DWAs, or none

DWA 2,070 496 / 535 One IWA

IWA 332 188 / 191 One GWA

GWA 41 35 / 35 One subcategory

Subcategory 9 9 / 9 One category

Category 4 4 / 4 –

Notes: Coverage counts the main-sample tasks and the DWAs, IWAs, GWAs, subcategories, and
categories to which they link. Of the O*NET 20.1 tasks, 1,159 link to no DWA, as do 54 main-
sample tasks in November and 55 in February.

ity (IWA), and each IWA belongs to a generalized work activity (GWA). A task statement,
my unit of observation, describes one specific task, whereas a GWA is a broad type of
work that groups many task statements across occupations. For example, the GWA
Getting Information includes the librarian task “Search standard reference materials,
including online sources and the Internet, to answer patrons’ reference questions” and
the computer systems analyst task “Read manuals, periodicals, and technical reports
to learn how to develop programs that meet staff and user requirements.” The GWAs
are further grouped into nine subcategories, which belong to four broader categories.
Table 2 summarizes these levels and their linkages.

A task’s type of work is defined as the GWAs to which it links. Because a task may
link to multiple GWAs, I define its GWA shares ωj,g as the shares of its DWA links
associated with each GWA g.11 Separately, I identify computer-occupation tasks as those
listed under at least one occupation in minor group 15-11, Computer Occupations, of
the 2010 Standard Occupational Classification (SOC).

2.5 Summary statistics

Table 3 summarizes the two main samples in Panel A and the balanced panel in
Panel B. With conversation weights, which give more weight to the few large pro-
gramming tasks, mean delegation is higher, mean human-only ability is lower, and
mean human-only time is slightly longer than with equal weights. In Panel B, each
task’s conversation weight is its two-week average n̄j in both weeks.

11For a task without a DWA link, all GWA shares are zero and an indicator ωj,0 equals one, so that the
GWA shares and this indicator sum to one for every task.
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Table 3: Samples and Task-Level Measures

November 2025 February 2026

Panel A: main samples

Tasks, number 947 1,023
Conversations, number 846,472 838,965
Share of the week’s conversations, percent 84.7 83.9
Computer-occupation tasks, percent of tasks 15.3 15.0
Computer-occupation tasks, percent of conversations 37.6 33.4

Equal Conversation Equal Conversation

Performance Sj, mean 0.678 0.671 0.712 0.699
Delegation Dj, mean 0.414 0.474 0.418 0.460
Human-only ability, mean 0.918 0.869 0.910 0.869
Human-only time, hours, mean 3.084 3.192 3.061 3.174
Multitasking share, mean 0.091 0.095 0.094 0.101
Work share, mean 0.426 0.472 0.449 0.462
Coursework share, mean 0.187 0.203 0.118 0.132
Personal share, mean 0.387 0.325 0.433 0.405

Panel B: balanced panel of tasks in both main samples

Tasks, number 883 883
Conversations, number 838,690 821,305
Share of the main sample’s conversations, percent 99.1 97.9
Share of the week’s conversations, percent 83.9 82.1
Computer-occupation tasks, percent of tasks 16.1 16.1
Computer-occupation tasks, percent of conversations 37.9 33.9

Equal Conversation Equal Conversation

Performance Sj, mean 0.678 0.669 0.719 0.703
Delegation Dj, mean 0.406 0.464 0.410 0.466
Human-only ability, mean 0.918 0.876 0.904 0.857
Human-only time, hours, mean 3.097 3.141 3.130 3.270
Multitasking share, mean 0.091 0.095 0.094 0.101
Work share, mean 0.430 0.469 0.443 0.466
Coursework share, mean 0.177 0.189 0.128 0.147
Personal share, mean 0.393 0.343 0.429 0.387

Notes: Main samples are the O*NET tasks that have at least 100 conversations in the weekly sample and satisfy the data-
availability criteria in Appendix A. “Equal” gives every task the same weight. “Conversation” weights each task by its number
of conversations nj in Panel A and by its two-week average n̄j = (nj,Nov + nj,Feb)/2 in Panel B.

3 An Illustrative Framework

To guide the interpretation of the empirical results in Sections 4 to 6, I present an illus-
trative framework in which users choose between delegation and augmentation based
on their relative payoffs. Huang et al. (2026) model a related choice, in which a worker
decides whether to delegate a task to AI and how much to verify its output. Consider
a user i who uses AI for task j in a conversation. Under delegation, the AI executes the
work, with the user at most providing feedback. Under augmentation, the user retains
production or control of the work and uses AI to iterate, learn, or check. These modes
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correspond conceptually to the classification of interaction patterns into delegation and
augmentation in Table 1.

Let sD
j (M) and sA

j (M) denote the probabilities of successfully completing task j
under delegation and augmentation, where the model environment M summarizes
the available models and their quality. Let Vj be the value of success. Each mode
m ∈ {D, A} also provides benefits Bm

j and entails costs Cm
j beyond success, such as

time saved through delegation, learning or control retained through augmentation,
and the effort required to specify, monitor, verify, or correct the AI’s output.12 The
terms εm

i,j capture user- and conversation-specific variation in mode payoffs, which al-
lows different choices within the same task. For tractability, the mode-specific success
probabilities are common across a task’s conversations, and users choose based on
these probabilities, which the framework equates with the success they anticipate. The
expected utilities are:

UD
i,j = Vj sD

j (M) + BD
j − CD

j + εD
i,j, (2)

UA
i,j = Vj sA

j (M) + BA
j − CA

j + εA
i,j. (3)

The user delegates when UD
i,j ≥ UA

i,j and chooses augmentation otherwise. Define
the systematic payoff advantage of delegation as follows:

Λj(M) = Vj

[︂
sD

j (M)− sA
j (M)

]︂
+ Bj − Cj. (4)

Here, Bj = BD
j − BA

j and Cj = CD
j − CA

j denote the benefits and costs of delegation rel-
ative to augmentation. Let ηi,j = εA

i,j − εD
i,j denote the idiosyncratic payoff advantage of

augmentation. Since the user delegates when ηi,j ≤ Λj(M), the delegation probability
for task j is:

D∗
j = Pr

(︂
UD

i,j ≥ UA
i,j

)︂
= Fj

(︁
Λj(M)

)︁
. (5)

Here, Fj is the distribution of ηi,j across the task’s users and conversations. I impose no
parametric form on Fj and assume only that it has a density f j. The empirical counter-
part of D∗

j is delegation Dj, defined in Section 2.2.

Let g∗j = sD
j (M)− sA

j (M) denote the mode-specific success gap. A task’s expected
performance is the average success probability across the two modes, weighted by
their shares of conversations:

S∗
j = D∗

j sD
j (M) + (1 − D∗

j ) sA
j (M) = sA

j (M) + D∗
j g∗j . (6)

12Experimental evidence supports the value of such control. Bartling et al. (2014) document that
people value decision rights for their own sake, and Dietvorst et al. (2018) show that people are more
willing to use an imperfect forecasting algorithm when they can modify its forecasts, even slightly.
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The empirical performance measure Sj in Section 2.3 is its counterpart. Delegation
depends on the success gap g∗j , the value of success, the relative benefits and costs,
and the distribution of idiosyncratic payoffs, as shown in equations (4) and (5). Per-
formance, by contrast, also depends on the levels of success under the two modes, as
shown in equation (6). Even if g∗j = 0 for every task, equation (6) gives S∗

j = sA
j (M),

whereas equations (4) and (5) give D∗
j = Fj(Bj − Cj). Performance then differs across

tasks with the success probability sA
j (M), and delegation with the relative benefits and

costs and with the distribution of idiosyncratic payoffs. Since the framework imposes
no restriction on how these terms vary together across tasks, the relationship between
delegation and performance can have either sign.

Equations (2) to (6) describe a single environment. To interpret Section 5, which
compares the same tasks in two weeks, consider two environments t ∈ {0, 1} with
model environments M0 and M1, and write sm

j,t ≡ sm
j (Mt) for the success probability

of mode m in environment t. The success probabilities change only through M, but
the other payoff terms may also differ between the environments, because of changes
in AI technology, costs, users, requests, or other factors. I therefore index them as Bj,t,
Cj,t, and Fj,t, and for simplicity I hold Vj fixed. In environment t, equations (4) to (6)
become:

Λj,t = Vj

[︂
sD

j,t − sA
j,t

]︂
+ Bj,t − Cj,t, (7)

D∗
j,t = Fj,t(Λj,t), (8)

S∗
j,t = D∗

j,t sD
j,t + (1 − D∗

j,t) sA
j,t. (9)

Let δm
j = sm

j,1 − sm
j,0 be the change in the success probability of mode m ∈ {D, A}, and let

∆Bj = Bj,1 − Bj,0 and ∆Cj = Cj,1 − Cj,0. The change in the systematic payoff advantage
of delegation is then:

Λj,1 − Λj,0 = Vj(δ
D
j − δA

j ) + ∆Bj − ∆Cj. (10)

Delegation therefore changes only if success changes differently under the two modes,
if the relative benefits or costs change, or if the distribution of idiosyncratic payoffs
changes from Fj,0 to Fj,1, so a rise in overall performance alone need not necessarily
raise delegation.

Proposition 1 (Common Success Improvements and the Delegation Choice). Consider
task j in two environments, t = 0, 1. Suppose that both modes experience the same feasible
improvement in success probability, δD

j = δA
j = δj > 0, with sm

j,0 + δj ≤ 1 for m ∈ {D, A}.
Suppose further that Vj, Bj,t, Cj,t, and Fj,t remain unchanged across environments. Then:
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(a) The systematic payoff advantage of delegation and the delegation probability remain un-
changed: Λj,1 = Λj,0 and D∗

j,1 = D∗
j,0.

(b) Expected performance increases by δj: S∗
j,1 − S∗

j,0 = δj.

(c) If these conditions hold for every task in a fixed set J, with δj = δ for all j ∈ J, the
weighted least-squares line of performance on delegation across J shifts upward by δ with-
out changing its slope, provided the task weights are fixed and positive, and delegation
varies across the tasks in J.

Proof. See Appendix B.1.

The conditions of Proposition 1 are sufficient, not necessary. Delegation may also
remain unchanged when success gains differ between the two modes, for example, if
changes in the relative benefits or costs offset the change in the success gap.

To examine two other determinants of delegation, write ηi,j = a(hi,j) + ξi,j, where
hi,j is the user’s skill at task j without AI, a(h) captures its contribution to the idiosyn-
cratic payoff advantage of augmentation, and ξi,j captures the remaining idiosyncratic
factors. Let ℓj denote the time a human would need to complete all the work.

Proposition 2 (Human Alternatives and the Costs of Delegation). Consider task j with
ηi,j = a(hi,j) + ξi,j and length of work ℓj. Then:

(a) If a(h) is nondecreasing, an increase in users’ human-only skills hi,j, holding Λj and each
ξi,j fixed, weakly reduces delegation D∗

j .

(b) Suppose that Fj does not vary with ℓj and has a density that is continuous and positive
at Λj, and that the payoff terms are differentiable in ℓj. Then:

dD∗
j

dℓj
= f j(Λj)

[︄
d(Vj g∗j )

dℓj
+ B′

j(ℓj)− C′
j(ℓj)

]︄
. (11)

Delegation increases with work length if the expression in brackets is positive and de-
creases if it is negative.

Proof. See Appendix B.2.

Proposition 2(a) assumes that greater human-only skill favors augmentation over
delegation. The prediction could reverse if skill instead facilitates delegation, for exam-
ple, by improving the specification or verification of AI output. Part (b) has no general
sign because longer work may increase both the benefits and costs of delegation.

Together, the propositions provide benchmarks for interpreting the empirical rela-
tionships among delegation, performance, and task characteristics. Appendix B pro-
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Figure 1: Delegation and Performance across Tasks in the Two Weeks

November 2025, 947 tasks February 2026, 1,023 tasks
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Notes: Each point is an O*NET task in the main sample of the week, with at least 100 conversations. Delegation Dj is the share of
the task’s conversations with an identified interaction pattern that are directive use or feedback loops, and performance Sj is the
share of its conversations that Anthropic’s success classifier judges successful. Larger points are tasks with more conversations,
on a logarithmic scale. The lines are least-squares fits of Sj on Dj.

vides their proofs and examines the identification of mode-specific success probabili-
ties from the published data.

4 Delegation and Performance across Tasks

This section examines whether users delegate execution more often in tasks with
higher realized performance. Instead, tasks with higher performance tend to have
lower delegation. This negative relationship persists after accounting for differences
in the purpose of use, broad types of work, and Claude’s activity composition.

4.1 The baseline relationship

Figure 1 plots each task’s performance against its delegation in the two weeks, on
the same axes, together with the least-squares lines of performance on delegation
with equal weights and with conversation weights. Table 4 reports the delegation–
performance relationships, where Panel A gives the correlation and the least-squares
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Table 4: Negative Delegation–Performance Relationship and Composition Checks

November 2025 February 2026

Equal Conversation Equal Conversation

Panel A: baseline

Correlation between Dj and Sj −0.455 −0.586 −0.558 −0.640
95% confidence interval [−0.514, −0.397] [−0.680, −0.451] [−0.605, −0.508] [−0.701, −0.556]

Slope of Sj on Dj −0.378 −0.418 −0.412 −0.458
(0.030) (0.031) (0.024) (0.038)

Opposite-median share, percent 67.2 77.4 70.0 76.9
Number of tasks 947 947 1,023 1,023

Panel B: use composition, correlation between Dj and Sj

Tasks with work share ≥ 0.50 −0.475 −0.642 −0.476 −0.559
Number of tasks 406 406 475 475

Tasks with work share ≥ 0.75 −0.548 −0.583 −0.436 −0.525
Number of tasks 169 169 232 232

Adjusted for work/coursework −0.445 −0.559 −0.542 −0.634
Number of tasks 947 947 1,023 1,023

Panel C: work-type composition, tasks linked to a GWA

Slope of Sj on Dj
without GWA fixed effects −0.398 −0.414 −0.415 −0.451

(0.030) (0.031) (0.024) (0.039)
with GWA fixed effects −0.429 −0.449 −0.434 −0.497

(0.036) (0.046) (0.028) (0.042)
Within-GWA correlation −0.487 −0.547 −0.566 −0.629
Within-GWA share of
covariance, percent

77 47 77 57

Number of tasks 893 893 968 968

Notes: Brackets are 95 percent intervals from 2,000 bootstrap draws of tasks. Parentheses hold heteroskedasticity-robust (HC1)
standard errors, clustered by task in Panel C. The opposite-median share is the share of tasks, with equal weights, or of conversa-
tions, with conversation weights, in the two groups with delegation at or above the week’s unweighted median and performance
below its median, or the reverse. The adjusted correlation in Panel B is between the residuals of Dj and Sj from regressions on the
work and coursework shares, which leave out the personal share because the three shares sum to about one. Panel C uses one row
per task and linked GWA, with each task’s weight split across its GWAs in proportion to its GWA shares, and the within-GWA
share of covariance is the share of the covariance between Dj and Sj that lies within GWAs. Every correlation in Panels B and C
differs from zero at the 1 percent level by the same bootstrap, and Appendix Table C.1 reports the intervals.

slope of performance on delegation in each week, and Panels B and C give the
composition checks on the purpose of use and the type of work.

All four lines slope downward: tasks in which users delegate execution more often
have lower performance. In Panel A of Table 4, the correlation is −0.455 in November
and −0.558 in February with equal weights, and −0.586 and −0.640 with conversation
weights. The slope is −0.378 and −0.412 with equal weights and −0.418 and −0.458
with conversation weights, so under either weighting, tasks whose delegation is 10
percentage points higher have, on average, about 4 percentage points lower perfor-
mance. Every correlation and every slope is negative and statistically different from
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zero. The 95 percent intervals of the correlations lie between −0.701 and −0.397, and
each slope is more than ten standard errors from zero.

Using each week’s medians to classify tasks, I find in Panel A of Table 4 that
67 percent of tasks in November and 70 percent in February fall into either the
high-delegation, low-performance group or the low-delegation, high-performance
group, against about one half if delegation and performance were unrelated. These
groups account for 77 percent of conversations in both waves. The high-delegation,
low-performance group includes software debugging, programming, and network
troubleshooting, while the low-delegation, high-performance group includes tutoring,
coursework help, advising, and copy editing. Appendix Table C.2 provides the
detailed breakdown. The negative relationship is robust to alternative delegation
measures, sample thresholds, and Anthropic’s request groupings, and to measuring
delegation in one week and performance in the other, as shown in Appendices A
and C.1.

4.2 Use and work-type composition

The negative relationship may reflect differences in the purpose of use, with work-
related tasks exhibiting higher delegation and lower performance. If so, the relation-
ship should weaken when restricting the sample to predominantly work-related tasks
or adjusting for work and coursework shares. Panel B of Table 4 shows that the cor-
relation remains negative among tasks with at least 50 or 75 percent of conversations
classified as work, where it is similar to or stronger than the baseline in November and
weaker in February, down to −0.436 against −0.558 with equal weights. In the full
sample, adjusting delegation and performance for the work and coursework shares
moves each correlation only slightly toward zero, at most from −0.586 to −0.559 with
conversation weights in November. The observed purposes of use therefore explain
little of the relationship.

The negative relationship may also reflect differences across broad types of work.
Programming tasks tend to have high delegation and low performance, while teaching
and advice tasks show the opposite pattern. To examine whether the relationship per-
sists within work types, Panel C of Table 4 allocates each task’s weight across its linked
O*NET GWAs according to the shares of its DWA links. Including GWA fixed effects
leaves the estimated slopes negative in both waves and under both weightings, rang-
ing from −0.429 to −0.497. The pooled within-GWA correlations are also negative,
ranging from −0.487 to −0.629.
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Table 5: Platform Composition: Computer-Occupation Tasks and RPS Reweighting

November 2025 February 2026 Sample size

Equal Conversation RPS Equal Conversation RPS Nov. Feb.

Panel A: task-level correlations

Full main sample −0.455 −0.586 −0.558 −0.640 947 1,023
Excluding
computer-occupation tasks

−0.460 −0.475 −0.565 −0.657 802 870

Tasks on RPS-covered IWAs −0.590 −0.531 −0.639 −0.478 882 958
Same, excluding
computer-occupation tasks

−0.517 −0.450 739 808

Panel B: IWA-level correlations

RPS-covered IWAs −0.451 −0.615 −0.533 −0.456 −0.640 −0.441 181 184

Notes: Entries are correlations between Dj and Sj across tasks in Panel A and across IWAs in Panel B, where each task’s conversa-
tions are split across its linked IWAs and an IWA’s delegation and performance are conversation-weighted means. Equal weights
count each task or IWA once, and conversation weights use Claude’s conversation counts. RPS weights give each IWA covered by
both sources its share of U.S. workers’ GenAI use in the Real-Time Population Survey (RPS) of Bick et al. (2026b), as Appendix C.3
describes. Within a week, each row uses the same tasks or IWAs under every weighting. Every correlation differs from zero at
the 1 percent level by a bootstrap of 2,000 draws of tasks, or of IWAs in Panel B. Table 4 reports the 95 percent intervals of the first
row, and Appendix Table C.1 those of the other rows.

To assess the contribution of work-type composition, I further decompose the to-
tal delegation–performance covariance into between- and within-GWA components.
The within-GWA component accounts for 77 percent of the negative covariance with
equal weights in both waves, compared with 47 percent in November and 57 percent in
February with conversation weights. Thus, differences across work types matter, par-
ticularly with conversation weights, but the negative relationship also persists within
them. Appendix C.2 provides the decomposition, and Appendix Table C.6 shows that
the relationship remains negative after controlling for additional O*NET task charac-
teristics measured independently of Anthropic’s classifiers.

4.3 Platform-specific task composition

Claude’s use is concentrated in programming, with computer-occupation tasks ac-
counting for 40 percent of conversations on IWA-linked tasks in November and 36
percent in February. Table 5 shows that excluding these tasks leaves the negative corre-
lation largely intact, ranging from −0.460 to −0.657 across waves and weightings. Only
the November conversation-weighted correlation weakens, from −0.586 to −0.475, but
remains substantially negative.

To examine the broader role of platform-specific task composition, I reweight IWAs
covered by both sources using their shares of U.S. workers’ GenAI use in the Real-
Time Population Survey (RPS) of Bick et al. (2026b), reducing the computer-occupation
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share to 19 and 18 percent. Panel A of Table 5 shows that RPS reweighting weakens the
correlation from −0.590 to −0.531 in November and from −0.639 to −0.478 in Febru-
ary. Panel B shows that the correlation remains significantly negative at the IWA level
under all three weighting schemes in both waves. Thus, platform-specific task com-
position affects the magnitude of the relationship but does not account for its negative
sign among RPS-covered IWAs. Appendix C.3 describes the reweighting and its limits.

5 Performance Rose While Delegation Barely Changed

The negative cross-task relationship does not reveal whether delegation increases
alongside performance within the same task. I therefore examine the 883 tasks
observed in both waves, accounting for persistent differences across tasks. Section 5.1
examines average changes, Section 5.2 estimates within-task profiles, and Section 5.3
discusses their interpretation.

5.1 Average changes in delegation and performance

For the 883 tasks, let ∆Dj and ∆Sj denote the February-minus-November changes
in delegation and performance. Panel A of Table 6 shows that average delegation
barely changed, increasing by 0.004 with equal weights and 0.002 with conversation
weights, neither statistically significant.13 The 95 percent intervals of these changes,
[−0.001, 0.009] with equal weights and [−0.006, 0.010] with conversation weights, ex-
clude average changes of more than one percentage point in either direction. Average
performance, by contrast, rose substantially, by 0.041 and 0.035, respectively. Dele-
gation increased in 49 percent of tasks, accounting for 44 percent of conversations,
whereas performance increased in 76 percent of tasks, accounting for 81 percent of
conversations. Under either weighting, the average change in delegation was at most
one-tenth of the performance gain.

Figure 2 plots the task-level changes in delegation and performance. To examine
whether the average performance gain is concentrated among tasks with changing
delegation, Panel B of Table 6 restricts the sample to tasks whose delegation changed
by at most two or five percentage points. Among the 282 tasks within two percent-
age points, accounting for 52 percent of conversations, performance increased by 0.040

13Measured over all conversations, by any of the three measures of Appendix A, delegation rose by
0.005 to 0.007 with equal weights, which is statistically significant, and by about 0.003 with conversa-
tion weights, which is not. Part of the equal-weight increase reflects fewer conversations labeled none
and fewer withheld cells rather than a shift among the interaction patterns. Anthropic’s automation
share, pooled over all Claude.ai conversations and tasks, was 45 percent in November and 44 percent in
February (Massenkoff et al., 2026).
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Table 6: Cross-Wave Results on the Balanced Panel of 883 Tasks

Weights

Equal Conversation

Panel A: changes, February 2026 minus November 2025

Mean ∆Dj 0.004
(0.003)

0.002
(0.004)

∆Dj > 0
Number of tasks 437 437
Percent of tasks or conversations 49 44

Mean ∆Sj 0.041
(0.002)

0.035
(0.004)

∆Sj > 0
Number of tasks 674 674
Percent of tasks or conversations 76 81

Panel B: tasks with nearly unchanged delegation

|∆Dj| ≤ 0.02
Number of tasks 282 282
Percent of tasks or conversations 32 52
Mean ∆Sj 0.040

[0.033, 0.048]
0.040

[0.031, 0.048]
|∆Dj| ≤ 0.05

Number of tasks 543 543
Percent of tasks or conversations 61 76
Mean ∆Sj 0.042

[0.037, 0.048]
0.040

[0.034, 0.047]

Panel C: predicted performance changes from first-difference regressions

All 883 tasks 0.042
(0.002)

0.036
(0.003)

All 883 tasks, with composition controls 0.052
(0.004)

0.041
(0.004)

741 tasks, after excluding the 142 computer-occupation tasks 0.042
(0.003)

0.032
(0.003)

Notes: The 883 O*NET tasks in the main samples of both weeks. Changes and means are in proportions, so 0.041 is 4.1
percentage points. Percentages are of the panel’s tasks with equal weights and of its conversations with conversation
weights, the two-week average conversation counts n̄j. Parentheses hold HC1 standard errors, and brackets 95 percent
percentile intervals from 9,999 bootstrap draws of tasks. Panel C reports regression intercepts. Its first and third rows
use ∆Sj = γ + b ∆Dj + uj, whose intercept is the predicted change in performance when delegation is unchanged. Its
second row adds the within-task changes in the work and coursework shares, human-only ability, the multitasking
share, and log human-only time. In that specification, the intercept sets the changes in delegation and in all these
characteristics to zero.
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Figure 2: Changes in Delegation and Performance between the Two Waves
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Notes: The 883 O*NET tasks in the main samples of both weeks. Each point is a task’s change in performance against its change
in delegation, February 2026 minus November 2025, in proportions. The filled blue diamond marks the mean change (∆Dj, ∆Sj)
with equal weights and the hollow red diamond the mean change with conversation weights, the two-week average conversation
counts n̄j.

under both weightings. Among the 543 tasks within five percentage points, account-
ing for 76 percent of conversations, the increases were 0.042 with equal weights and
0.040 with conversation weights. These gains are comparable to those in the full panel,
indicating that performance rose even where delegation barely changed.

Panel C of Table 6 regresses changes in performance on changes in delegation, with
the intercept representing the predicted performance change when ∆Dj = 0. The in-
tercept is 0.042 with equal weights and 0.036 with conversation weights, close to the
unconditional gains in Panel A because average delegation barely changed. With com-
position controls, the predicted performance gain when delegation and the observed
conversation characteristics are unchanged is 0.052 with equal weights and 0.041 with
conversation weights. Without controls, excluding computer-occupation tasks yields
intercepts of 0.042 and 0.032. Thus, neither observed changes in conversation charac-
teristics nor computer-occupation tasks account for the performance gain. Tables D.1
and D.2 in Appendix D.1 report the full regression results and additional robustness
checks.
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Table 7: Changes in Within-Task Delegation–Performance Profiles

Weights

Equal Conversation

Panel A: linear profiles with task fixed effects

February shift at D = 0.5, ϕ + 0.5 τ 0.044
(0.003)

0.037
(0.003)

Change in slope, February minus November, τ 0.020
(0.015)

0.030
(0.014)

November slope, β −0.274
(0.050)

−0.374
(0.080)

February slope, β + τ −0.254
(0.047)

−0.344
(0.079)

Panel B: nonlinear profile checks with task fixed effects

Joint p-value, both weeks’ profiles linear
quadratic 0.64 0.76
linear spline, knot at D = 0.5 0.71 0.74

February shift at D = 0.8 minus at D = 0.2, quadratic 0.007
(0.012)

0.020
(0.010)

Notes: Balanced panel of 883 tasks. Panel A reports equation (12), and Panel B uses quadratic and linear-
spline alternatives. The February shift is the fitted difference between the weeks at a common level of
delegation. The joint F tests assess linearity in both weeks. All regressions are estimated in first differences,
with HC1 standard errors in parentheses. Conversation weights are the two-week average conversation
counts n̄j. Appendix D.2 reports the nonlinear specifications.

5.2 An approximately parallel shift

The average changes do not reveal whether performance improved similarly across
delegation levels. To examine this, I estimate the following task-fixed-effects regression
for task j in week w:

Sj,w = αj + βDj,w + ϕ Febw + τ FebwDj,w + ε j,w. (12)

Here, Febw indicates February, and the task fixed effects αj absorb persistent differences
across tasks. The February shift at a common delegation level d is ϕ + τd, while τ

measures the change in slope. Unlike the intercept in Panel C of Table 6, this shift
compares the fitted profiles at the same delegation level.

Panel A of Table 7 shows that the February profile lies above the November profile
across delegation levels. At D = 0.5, the upward shift is 0.044 with equal weights and
0.037 with conversation weights. The change in slope is 0.020 and 0.030, respectively,
indicating a modest flattening that is statistically significant only with conversation
weights. Thus, the profiles shifted upward approximately in parallel, as illustrated in
Figure 3.
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Figure 3: Within-Task Profiles with Equal and Conversation Weights
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Notes: The 883 O*NET tasks in the main samples of both weeks, with equal weights in Panel (a) and conversation weights, the
two-week average conversation counts n̄j, in Panel (b). The lines are the fitted profiles of the two weeks from equation (12),
drawn through the mean task effect. Task-adjusted performance is a task’s performance in one week with its estimated fixed
effect replaced by the mean task effect under the panel’s weighting. Each point is one task in one week, a circle for November and
a triangle for February, and in Panel (b) its area grows with n̄j. Both panels use the same axes.

Panel B of Table 7 examines quadratic and linear-spline alternatives. The joint tests
provide no clear evidence against linearity, with all p-values exceeding 0.60. In the
quadratic specification, the February shift at D = 0.8 exceeds that at D = 0.2 by 0.007
with equal weights and 0.020 with conversation weights, significant only under the
latter. Overall, performance rose at low, middle, and high levels of delegation, with
little evidence of nonlinear changes in the profiles. Appendix D.2 reports the full spec-
ifications.

5.3 Interpretation and limitations

Sections 5.1 and 5.2 document a robust pattern: average performance rose by roughly
four percentage points while average delegation barely changed, and the within-task
profiles shifted upward approximately in parallel.14 The performance gain per-
sists among tasks with nearly unchanged delegation, after controlling for observed
changes in conversation characteristics, and after excluding computer-occupation
tasks. Parts (a) and (b) of Proposition 1 provide a benchmark for interpreting these

14Anthropic’s earlier reports show larger movements in the pooled share of directive use among
Claude.ai conversations, which rose from 27 percent in December 2024 and January 2025 to 39 per-
cent in August 2025 and fell to 32 percent in November 2025, in samples labeled with different classifier
models (Appel et al., 2025, 2026).
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findings. Equal improvements in success under delegation and augmentation, holding
other payoff determinants fixed, raise performance without changing delegation. The
evidence is consistent with this benchmark, although the published data do not sepa-
rately identify success improvements under the two modes, as Appendix B.4 explains.
Part (c) concerns the least-squares line across tasks rather than the within-task profiles.
On the balanced panel, that line also shifted up between the waves with little change
in its slope, as Appendix D.1 reports.

The increase in measured performance reflects classifier-assessed conversation suc-
cess rather than a direct measure of model capability. Anthropic released Claude Opus
4.5 and Claude Opus 4.6 around the two waves, with reported benchmark improve-
ments over their predecessors.15 However, the model used in each conversation is
unobserved, and changes in users and requests may also have contributed. The same
classifier model, Claude Sonnet 4.5, labeled both waves with the same success prompt,
so the rise does not reflect a change in the classifier model or its prompt.

6 What Organizes Delegation beyond Performance?

Sections 4 and 5 show that performance alone does not fully characterize how users
divide work with AI. Across tasks, higher performance is associated with lower dele-
gation, and delegation changed little even as performance rose between the two waves.
Section 6.1 examines how human and task characteristics are associated with delega-
tion after controlling for performance. Section 6.2 then distinguishes delegation, which
concerns how work is divided when GenAI is used, from adoption, which concerns
whether GenAI is used at all.

6.1 Human and task characteristics

To examine how human and task characteristics are associated with delegation beyond
performance, I estimate the following regression separately for each week:

Dj,w = αw + βwSj,w + X′
j,wΓw + ∑

g ̸=g0

λg,w ωj,g + ε j,w. (13)

15Claude Opus 4.5 was released on November 24, 2025, four days after the November sample ended,
and Claude Opus 4.6 on February 5, 2026, the first day of the February sample. Anthropic’s release
comparisons report higher scores for Opus 4.5 than for Opus 4.1 on all nine scores reported for both
models, and for Opus 4.6 than for Opus 4.5 on 14 of the 16 scores reported for both models (Anthropic,
2025, 2026d).
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Figure 4: What Organizes Delegation across Tasks

Coursework share

Multitasking share

Work share

Log human-only time

Human-only ability
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Difference in delegation, Dj, per standard deviation of the measure

November 2025, equal weights
November 2025, conversation weights

February 2026, equal weights
February 2026, conversation weights

Notes: Standardized coefficients from equation (13), estimated separately by week and weighting on the main samples of 947
and 1,023 tasks, with controls for the task’s GWA shares and for tasks without a DWA link. Each coefficient is the difference in
delegation associated with a one-standard-deviation difference in the measure, holding the other measures and the GWA shares
fixed. Bars are 95 percent intervals from HC1 standard errors.

Here, j indexes tasks and w the two weeks. The vector Xj,w contains five measures:
(1) human-only ability, (2) log human-only time, (3) work share, (4) multitasking share,
and (5) coursework share.16 The GWA shares ωj,g of Section 2.4, with the indicator ωj,0

for tasks without a DWA link, control for broad types of work, and one GWA, g0, is
omitted. Performance and the five measures are standardized within each week and
weighting, and the regressions use equal and conversation weights.

Figure 4 plots the estimated coefficients from equation (13), and Appendix Table E.1
reports the full results. Four measures have coefficients with the same sign and are sta-
tistically significant at the 5 percent level in both weeks and under both weightings:
performance, human-only ability, log human-only time, and work share. Controlling
for the other measures and GWA shares, performance remains negatively associated
with delegation, with coefficients ranging from −0.077 to −0.102 per standard devi-
ation. Compared with regressions using performance alone, the coefficients remain
nearly unchanged under equal weights and become less negative under conversation
weights. Appendix E.1 reports additional robustness checks.

Proposition 2(a) predicts lower delegation when greater human-only skill makes
augmentation more attractive relative to delegation. Consistent with this prediction,
delegation is lower in tasks whose users are more often judged able to complete the

16The personal share is left out because the work, coursework, and personal shares sum to one, apart
from the few conversations that carry none of the three labels.
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work without AI, controlling for performance and other task characteristics. A 0.1
increase in this share is associated with delegation lower by 2.7 to 3.0 percentage points
under equal weights and 6.3 to 6.5 percentage points under conversation weights.

Human-only time measures how long a competent professional would need to
complete, without AI, the work performed by AI in a conversation. A doubling of
this estimated time is associated with delegation lower by 7.8 to 8.0 percentage points
under equal weights and 5.8 to 6.0 percentage points under conversation weights, con-
trolling for performance and other task characteristics. This negative association con-
trasts with a simple time-saving argument, under which longer work favors delega-
tion. One possible explanation is that longer work also raises the costs of specifying
requests (Tirole, 2009), providing context, guiding intermediate steps, and verifying AI
output (Subramonyam et al., 2024; Huang et al., 2026). Anthropic engineers report that
they tend to delegate tasks that are well defined or easy to verify (Huang et al., 2025),
while AI success tends to decline with the time tasks take humans (Kwa et al., 2025;
Appel et al., 2026). In the model of Demirer et al. (2026), handing a longer chain of steps
to AI saves human checks but lowers the probability that the whole chain succeeds. As
Proposition 2(b) suggests, if the costs and risks of delegation rise with the length of the
work faster than the time it saves, augmentation becomes relatively more attractive.
Human-only time, however, measures only the work performed by AI rather than the
full task.

Among the remaining measures, the work share is positively associated with dele-
gation in both waves and under both weightings, although this association is less ro-
bust in additional checks. The multitasking and coursework shares show no consistent
statistically significant associations.

Consistent with the findings in Section 4.2, the type of work also matters for del-
egation. Adding GWA shares to the regression with performance and the five other
measures increases R2 by 0.10 to 0.14 across waves and weighting schemes, reach-
ing 0.53 to 0.58 under equal weights and 0.77 under conversation weights. Thus,
differences across work types help explain delegation even after accounting for per-
formance and other measured characteristics. With conversation weights, comput-
ing and information-technology GWAs have higher delegation than their performance
predicts, and communication, advice, and information-gathering GWAs have lower
delegation, as Appendix C.2 shows. Appendix E.2 relates delegation to task character-
istics that O*NET measures independently of Anthropic’s classifiers.
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Table 8: RPS Adoption and Claude’s Delegation across DWAs

Weights

Equal RPS observations Conversation

Panel A: November 2025, 214 DWAs

Correlation of the RPS adoption rate with
Claude’s delegation 0.004

[−0.132, 0.143]
−0.067

[−0.246, 0.130]
0.448

[0.141, 0.644]
Claude’s log usage share 0.344

[0.209, 0.460]
0.250

[0.045, 0.436]
0.353

[−0.050, 0.613]

Panel B: February 2026, 243 DWAs

Correlation of the RPS adoption rate with
Claude’s delegation 0.092

[−0.035, 0.217]
−0.008

[−0.165, 0.158]
0.335

[0.014, 0.562]
Claude’s log usage share 0.328

[0.206, 0.440]
0.169

[−0.032, 0.373]
0.334

[−0.021, 0.590]

Notes: Correlations across O*NET DWAs between the RPS adoption rate, the survey-weighted share of U.S.
workers performing the DWA who regularly use GenAI for it (Bick et al., 2026b), and two Claude measures
of the DWA, computed by allocating each task’s conversations equally across its DWA links: its delegation
and the log of its share of Claude’s main-sample conversations on tasks linked to a DWA. The sample consists
of the DWAs with a published adoption rate and at least 100 attributed main-sample conversations. “Equal”
counts each DWA once, “RPS observations” weights DWAs by their number of RPS observations, and “Con-
versation” weights them by their attributed Claude conversations. Brackets are 95 percent percentile intervals
from 9,999 bootstrap draws of DWAs, which treat DWAs that share tasks as independent.

6.2 Adoption is not delegation

Adoption and delegation capture different margins of GenAI use, but whether they
are related across activities is an empirical question. I examine whether activities with
higher GenAI adoption rates among U.S. workers also exhibit higher delegation in
Claude conversations, comparing the two measures across O*NET DWAs.

I measure adoption using Bick et al. (2026b), who report, for O*NET DWAs, the
share of U.S. workers performing a DWA who regularly use GenAI for it. To construct
the corresponding delegation measure, I allocate each O*NET task’s Claude conversa-
tions equally across its DWA links and calculate delegation for each DWA using the
allocated conversation counts as weights. The matched samples contain 214 DWAs
in November and 243 in February with published adoption rates and at least 100 at-
tributed Claude conversations, accounting for 67.6 and 65.6 percent of main-sample
conversations, respectively. Table 8 reports correlations using equal DWA weights,
weights proportional to the number of RPS observations, and weights proportional to
Claude conversations. It also compares adoption with the log of each DWA’s share
of Claude conversations. Since the RPS measures regular GenAI use at work among
U.S. workers, whereas Claude delegation covers conversations across countries and
purposes, the comparison is across activities rather than individual users.
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Table 8 shows that the relationship between adoption and delegation depends on
weighting. With equal DWA weights, their correlations are 0.004 in November and
0.092 in February. With RPS observation weights, they are −0.067 and −0.008. None of
these correlations is statistically significant. With Claude conversation weights, how-
ever, the correlations increase to 0.448 and 0.335. By comparison, adoption is positively
correlated with the log share of Claude conversations under equal weights, with corre-
lations of 0.344 and 0.328 in the two waves. Thus, adoption is related to where Claude
is used, but its relationship with delegation varies substantially with the weighting of
activities.

Claude conversations are concentrated in programming DWAs, which combine
high delegation with above-median adoption. These activities account for only 17
percent of matched DWAs in November and 15 percent in February, but 47 and 41
percent of matched conversations, respectively. Teaching and advice activities, such as
tutoring, instead tend to have both lower delegation and below-median adoption. Ex-
cluding the single largest programming DWA reduces the conversation-weighted cor-
relations to 0.326 and 0.215, respectively, but both remain positive. Thus, the positive
conversation-weighted relationship reflects these two groups of activities, at opposite
ends of both measures, rather than a general correspondence between adoption and
delegation across activities. Appendix C.3 defines the two groups, gives the correla-
tion without both of them, and reports additional checks at the IWA level.

7 Conclusion

This paper studies how task execution is divided between humans and AI, conditional
on GenAI use. Using task-level aggregates of about two million Claude.ai conversa-
tions from two weekly waves, I examine how delegation relates to realized perfor-
mance across tasks, how both changed over time, and which human and task charac-
teristics are associated with delegation at similar levels of performance. I also compare
Claude delegation with survey-measured GenAI adoption across DWAs.

Three findings emerge. First, higher delegation is associated with lower realized
performance across tasks, and this relationship persists across checks on the purpose
and type of work and the composition of AI use. Second, among the same tasks ob-
served 12 weeks apart, performance rose by roughly four percentage points while del-
egation remained essentially unchanged, and the fitted delegation–performance pro-
files shifted upward approximately in parallel. Third, at a given level of performance,
delegation is lower in tasks with higher human-only ability and longer human-only
time, and it differs systematically across types of work. Delegation shows little associ-
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ation with GenAI adoption, except under conversation weights, where the association
is positive and reflects programming activities and teaching and advice activities at
opposite ends of both measures. Together, these results suggest that realized perfor-
mance alone does not characterize how task execution is divided between humans and
AI.

These findings have implications for measuring AI use and modeling its effects on
work. First, Tamkin and McCrory (2025) estimate productivity gains from task-level
time savings, and Appel et al. (2026) adjust such estimates by observed success rates.
These adjusted estimates rely on performance measured under existing patterns of
human involvement. The performance gains with nearly unchanged delegation doc-
umented here show that improved success need not reflect a greater transfer of exe-
cution to AI. Adoption, performance, and delegation therefore need to be measured
separately. Related measurement work distinguishes delegation from augmentation
by assigning greater weight to automated than augmentative use in occupational ex-
posure (Massenkoff and McCrory, 2026). Second, for models of technology and work,
the consequences of automation depend on which tasks within a job are affected (Au-
tor and Thompson, 2025). This paper adds a further consideration, the division of
execution within tasks already performed with AI. Improvements in AI can support
both delegation and augmentation, and their implications for the human role depend
on how they change the relative payoffs of these modes. Models linking AI progress to
labor demand therefore need to account for how users organize task execution, along-
side which tasks they adopt AI for.

Future research can build on these findings in several directions. Following the
same users across tasks and over time would help distinguish changes in individual
delegation choices from changes in the composition of AI users. Linking each con-
versation to the model used and measuring success separately under delegation and
augmentation would clarify how improvements reach the two modes. Randomized ac-
cess to new models or plausibly exogenous variation in their rollout could then identify
how model improvements affect both performance and delegation. Combining these
data with measures of human time, effort, and output quality would connect changes
in task execution to productivity and show how the benefits of AI depend on the way
humans work with it.
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Appendices

A Data and Measurement

This appendix documents the data and measures of Section 2. It describes the source
files, defines the variables, reports the questions that the classifiers answer, explains
how withheld cells are handled, repeats the main comparisons with delegation mea-
sured over all conversations, and collects what is known about the two waves.

Data files. I use the aggregation over all countries in the Claude.ai files of the AEI
repository (Anthropic, 2026a). The November file was released on January 15, 2026,
and the February file on March 24, 2026. The replication code labels the two files R4
and R5, following their order among the AEI’s data releases.

Variables. Table A.1 defines the variables used in the paper and reports their con-
struction and sources. Anthropic refers to the characteristics assigned to conversa-
tions, such as purpose of use and task success, as facets. Most of these characteristics
are reported separately for each O*NET task. For example, onet_task::task_success
reports task success by O*NET task. Categorical characteristics are summarized by
conversation counts for each category, while numeric characteristics are reported as
task-level means. Request groups, used in Appendix C.1, have their own facets, which
report the same labels by request group instead of by task.

Classifier prompts. The online appendix to the January 2026 report archives the
prompts of Anthropic’s success, interaction-pattern, and other conversation-label
classifiers, though not of its task classifier (Anthropic, 2026e). The success classifier
asks “Did the Assistant complete the task provided by the User successfully?” and
answers yes or no. The interaction-pattern classifier uses the five definitions that
Table 1 paraphrases, asks for the pattern most representative of the user’s response,
and answers none when it is unsure or there is not enough context to determine one.
The prompt tells the classifier to use none “liberally.” The appendix to the March 2026
report reproduces the question wording but not the full prompts (Anthropic, 2026c).

Withheld cells and exact recovery. Anthropic withholds every task-by-category cell
with fewer than 15 conversations and reports the withheld conversations as the task’s
unclassified residual, which is distinct from the classifier’s label none. For interaction
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Table A.1: Variable Definitions and Sources

Variable Definition Construction and scale Source

Panel A: AEI, Claude.ai task-level aggregates, November 2025 and February 2026
Conversations, nj Conversations that the task

classifier assigns to task j
Count onet_task

Performance, Sj Share of the task’s
conversations judged
successful

Yes count over nj, exact if
nj ≥ 29

task_success

Delegation, Dj Share of conversations with a
pattern that are in directive
use or feedback loops

Equation (1), published
cells

collaboration

All-conversation
delegation, Dall

j

Delegation with the
conversations labeled none
in the denominator

Equation (A.1), published
cells

collaboration

Human-only
ability

Share of conversations in
which the user could do the
task alone

Yes count over nj, exact human_only_ability

Human-only time Estimated hours a competent
professional needs without
AI for the work the AI did

Task mean, in hours. Its
logarithm enters
regressions

human_only_time

Multitasking share Share of conversations in
which the user multitasks

Yes count over nj, exact multitasking

Work, coursework,
and personal
shares

Shares of conversations for
work, coursework, and
personal use

Count over nj. A withheld
cell gets an equal part of the
residual, at most 14

use_case

AI discretion Latitude the AI had to decide
how the task was done

Task mean of a rating from
1 to 5. Enters only the
main-sample rule

ai_autonomy

Panel B: O*NET 20.1, independent of Anthropic’s classifiers
Task statement and
occupations

Assigned O*NET statement
and the occupations listing it

Exact text match, ignoring
case

Task Statements

Computer-
occupation task

Task listed in a computer
occupation

1 if any O*NET-SOC code is
in SOC 2010 minor group
15-11

Task Statements

Work activities,
DWA, IWA, GWA

Detailed, intermediate, and
generalized work activities to
which the task links

Shares of the task’s DWA
links by IWA and by GWA,
the GWA shares ωj,g

Tasks to DWAs, DWA
Reference

O*NET task
characteristics

Interacting-with-others and
mental-processes DWA
shares, task frequency, four
Work Context ratings, Job
Zone

Averaged over the
statement’s task identifiers
or occupations

Task Ratings, Work
Context, Job Zones,
Tasks to DWAs

Panel C: other external measures
RPS adoption rate Share of U.S. workers

performing a DWA who
regularly use GenAI for it

Survey-weighted, 682
DWAs with at least 20
observations

Bick et al. (2026b),
adoption index,
pooled

RPS task share Share of U.S. workers’
GenAI-assisted tasks in each
of 332 IWAs

Recovered from the
published figure

Bick et al. (2026b),
Figure 9, pooled

Notes: Panel A: Claude.ai files of the AEI, rows aggregated over all countries (Anthropic, 2026a). In the Source column,
a facet name such as task_success stands for its version by O*NET task, onet_task::task_success. Request groups use
request::task_success and request::collaboration. Main samples are the tasks with nj ≥ 100 and with Sj, Dj, and AI
discretion defined. All other AEI measures are defined for every main-sample task. Panel B: O*NET 20.1 files (National Center
for O*NET Development, 2015). Panel C: “pooled” means survey waves from August 2025 to May 2026.
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patterns and success labels, the sample-wide totals contain no unclassified conversa-
tions, so a task’s residual consists exactly of its withheld cells, each between 0 and 14
conversations. The share of conversations judged successful is therefore exactly recov-
erable whenever at least one of its two cells is published, which is guaranteed for tasks
with at least 29 conversations and so for every task in the main samples. For delega-
tion Dj, I use the published-cell share of equation (1), which leaves both the none cell
and the withheld conversations out of its numerator and denominator. I obtain the
identified range of the true share by allocating each task’s withheld conversations to
delegation, augmentation, or no-pattern cells within their bounds. Human-only abil-
ity is published exactly for every main-sample task, the multitasking share is recovered
exactly, and the work share is withheld for 2.2 and 3.0 percent of main-sample conver-
sations, where it is bounded in [0, 0.14]. No task’s bounds straddle the work-share
thresholds of Section 4.2.

Signs despite withheld cells. A least-squares slope is linear in the dependent vari-
able. For the slope of delegation Dj on an exactly measured regressor, the extreme
values over all admissible allocations of the withheld cells are attained by setting
each task’s delegation at the lower or the upper end of its range, according to the
sign of the task’s centered regressor. A Pearson correlation between delegation and
performance has the sign of the slope of delegation on performance for every admis-
sible vector of shares, so its sign is identified whenever the range of that slope ex-
cludes zero. In the main samples, the slope of delegation on performance is −0.549 in
November and −0.756 in February with equal weights, and −0.822 and −0.895 with
conversation weights. Its range over admissible allocations is [−0.636,−0.369] and
[−0.839,−0.547] with equal weights and [−0.841,−0.777] and [−0.913,−0.846] with
conversation weights, so its sign is identified in all four cases. The same check identi-
fies the sign of every correlation in Table C.4. Replacing the published-cell shares with
the midpoint of each task’s range changes every correlation in Panel B of Table C.4 by
at most 0.007.17

Delegation over all conversations. Delegation Dj conditions on an identified inter-
action pattern. Write nD

j and nA
j for a task’s published conversations in the delegation

and the augmentation patterns, nnone
j for its published conversations labeled none, and

nw
j for its withheld conversations. Together, these four groups make up the task’s nj

conversations. Equation (1) is Dj = nD
j /(nD

j + nA
j ). Conversations labeled none are

outside this denominator, and so, under the published-cell convention, are the with-
held ones. Anthropic’s reports for the two weeks instead state automation as a share of

17The bounds do not impose the sample-wide category totals, so they are conservative.
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all sampled conversations (Appel et al., 2026; Massenkoff et al., 2026), and its published
task-level percentages use all of a task’s conversations as the base. As a robustness
check, I therefore use

Dall
j =

nD
j

nj − nw
j
=

nD
j

nD
j + nA

j + nnone
j

, (A.1)

a published-cell value of the all-conversation share D̃j, the share of all nj conversations
in the two delegation patterns, which is known only within a range when pattern cells
are withheld. Dall

j is the preferred robustness measure. This measure keeps conversa-
tions labeled none in the denominator with nothing in the numerator, without count-
ing them as augmentation, and it treats withheld cells as equation (1) does. Two other
conventions treat withheld cells differently: the literal share nD

j /nj, which counts every
withheld conversation as not delegated, and the midpoint of the identified range of D̃j.
In the main samples, conversations labeled none are 2.0 and 2.1 percent of all conversa-
tions and withheld ones 1.4 and 1.6 percent, but these conversations are concentrated.
In 23 November and 25 February tasks, with 0.5 and 0.6 percent of the conversations,
more than 30 percent of conversations lie outside the five published pattern cells.

Table A.2 reports the results. Dall
j correlates 0.954 to 0.989 with Dj in both weeks

under both weightings, and the negative relationship with performance holds under
every convention. The correlations are weaker than with Dj by 0.028 to 0.063, a small
difference that a paired bootstrap nonetheless distinguishes from zero for Dall

j , and the
slopes differ from those with Dj by at most 0.034. With equal weights, the difference
comes mostly from the few tasks in which more than 30 percent of conversations lie
outside the published pattern cells, many of them dominated by the label none. With-
out these tasks, the correlation with equal weights is −0.435 with Dj and −0.426 with
Dall

j in November and −0.549 and −0.534 in February. Under every convention, the
sign of the relationship holds for every admissible allocation of the withheld cells.

Panel C shows that the all-conversation measures rise across the waves by 0.47 to
0.69 percentage points with equal weights and by 0.27 to 0.34 points with conversation
weights, against 0.39 and 0.20 points for Dj. With equal weights, the three increases are
significant at 5 percent with heteroskedasticity-robust standard errors and with stan-
dard errors clustered by occupation, the first O*NET-SOC occupation listed for each
task (378 clusters). With conversation weights, no increase is significant with either.
Part of the increase with equal weights is not a change in how execution is allocated.
Of the 0.69-point rise in the literal share, an exact decomposition attributes 0.34 points
to a shift among the five patterns, 0.17 points to fewer conversations labeled none, and
0.18 points to fewer withheld cells. The last component is consistent with larger task
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Table A.2: Alternative Delegation Denominators

November 2025 February 2026

Equal Conversation Equal Conversation

Panel A: correlation between the delegation measure and Sj, main samples

Dj, equation (1) −0.455 −0.586 −0.558 −0.640
Dall

j , equation (A.1) −0.403 −0.558 −0.514 −0.598
Literal share nD

j /nj −0.392 −0.552 −0.504 −0.594
Midpoint of the range of D̃j −0.402 −0.558 −0.519 −0.599

Panel B: slope of Sj on the delegation measure, main samples

Dj −0.378
(0.030)

−0.418
(0.031)

−0.412
(0.024)

−0.458
(0.038)

Dall
j −0.344

(0.031)
−0.403
(0.034)

−0.394
(0.025)

−0.439
(0.037)

Literal share nD
j /nj −0.362

(0.032)
−0.399
(0.033)

−0.418
(0.026)

−0.439
(0.038)

Midpoint of the range of D̃j −0.380
(0.034)

−0.409
(0.034)

−0.444
(0.028)

−0.449
(0.039)

Panel C: mean change in percentage points, February minus November, 883 balanced-panel tasks

Equal weights Conversation weights

Dj 0.39
(0.25)

0.20
(0.39)

Dall
j 0.54

(0.26)
0.29

(0.39)
Literal share nD

j /nj 0.69
(0.24)

0.34
(0.39)

Midpoint of the range of D̃j 0.47
(0.23)

0.27
(0.39)

Performance Sj, for reference 4.12
(0.24)

3.49
(0.36)

Notes: Notation as in equation (A.1). The range of D̃j comes from the withheld pattern cells. Panels A and B
use the main samples of 947 and 1,023 tasks. Conversation weights are nj in Panels A and B and the two-week
averages n̄j in Panel C. Slopes are least squares, and mean changes are intercepts of the change on a constant.
Parentheses hold HC1 standard errors.

counts, which lift previously withheld cells above the publication threshold. Changing
the denominator does not make the success and pattern labels jointly observed, so the
argument of Appendix B.3 applies unchanged.

The two waves. Table A.3 collects what Anthropic’s public documentation says
about the two samples and the model environment in each week, together with what
Anthropic reported to me about the classifier and the sampling code. Two facts matter
for the paper. First, the public documentation names the classifier model only for the
November sample, Claude Sonnet 4.5, and Anthropic’s dataset description associates
the March 2026 release “with Opus 4.5/4.6.” In a personal communication in October
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Table A.3: Documentation of the Two Waves

November 2025 February 2026

Sample 999,875 Claude.ai conversations,
November 13 to 20, 2025; file labeled
Free and Pro plans, report names
Free, Pro, and Max

1,000,000 Claude.ai conversations,
February 5 to 12, 2026; Free, Pro, and
Max plans

Official statement
on model use

The November sample, Claude.ai
and API together, was
“predominantly using Claude
Sonnet 4.5”; no share is given

Among paid Claude.ai accounts, 51
percent of usage was on the Opus
model class; the model is
user-selected

Success classifier Claude Sonnet 4.5 Claude Sonnet 4.5 with the same
prompt, according to Anthropic; not
named in the public documentation,
and the dataset description
associates the release “with Opus
4.5/4.6”

Other changes The week overlapped Anthropic’s
Super Bowl advertising, which
brought many first-time users;
coursework use fell and personal use
rose within tasks (Table 3, Panel B);
the surrounding sampling code
changed slightly, according to
Anthropic

Notes: Sources are the January and March 2026 reports and their appendices (Appel et al., 2026; Anthropic, 2026e; Massenkoff
et al., 2026; Anthropic, 2026c), the overview of the January report, which gives the November statement on model use (An-
thropic, 2026b), and the dataset description (Anthropic, 2026a). The entries marked “according to Anthropic” come from a
personal communication in October 2026.

2026, Anthropic confirmed that the same classifier model, Claude Sonnet 4.5, labeled
both samples and that the success classifier used the same prompt in both, although
the surrounding sampling code changed slightly. The association with Opus 4.5 and
4.6 therefore does not refer to the classifier. Second, no released file records which
model served a conversation. The table also lists the plans that each sample covers,
but no release reports how many sampled conversations come from each plan, so it is
not established whether the two samples cover the same plans.

B Proofs and Identification Limits

This appendix proves the two propositions of Section 3 and states what the published
data identify about the success probabilities of the two modes and their changes be-
tween the two weeks.
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B.1 Proof of Proposition 1

Proof. By assumption, ∆Bj = ∆Cj = 0 and δD
j = δA

j = δj, so equation (10) gives
Λj,1 −Λj,0 = Vj(δj − δj) = 0. With Fj,1 = Fj,0, equation (8) then gives D∗

j,1 = Fj,1(Λj,1) =

Fj,0(Λj,0) = D∗
j,0, which is part (a). The condition sm

j,0 + δj ≤ 1 makes sm
j,1 = sm

j,0 + δj a
probability for both modes, and with delegation unchanged at D∗

j,0, equation (9) gives
part (b):

S∗
j,1 − S∗

j,0 = D∗
j,0 δj + (1 − D∗

j,0) δj = δj. (B.1)

For part (c), let νj > 0 be the fixed weights of the tasks in J, normalized to sum to one,
which leaves the fitted line unchanged, and let D̄ = ∑j∈J νjD∗

j,0 and S̄t = ∑j∈J νjS∗
j,t. By

parts (a) and (b), D∗
j,1 = D∗

j,0 and S∗
j,1 = S∗

j,0 + δ for every task in J, so S̄1 = S̄0 + δ. The
weighted least-squares slope in environment t is:

θt =
∑j∈J νj

(︂
D∗

j,0 − D̄
)︂ (︂

S∗
j,t − S̄t

)︂
∑j∈J νj

(︂
D∗

j,0 − D̄
)︂2 , (B.2)

whose denominator is positive because delegation varies across the tasks in J. Because
S∗

j,1 − S̄1 = S∗
j,0 − S̄0 for every task, θ1 = θ0, and the intercept S̄t − θtD̄ rises by δ.

B.2 Proof of Proposition 2

Proof. For part (a), a user delegates if and only if ηi,j ≤ Λj, that is, if and only if ξi,j ≤
Λj − a(hi,j). Because a is nondecreasing, h′i,j ≥ hi,j implies Λj − a(h′i,j) ≤ Λj − a(hi,j), so
with Λj and every ξi,j unchanged, every user who delegates with skill h′i,j also delegates
with skill hi,j. The event that a conversation is delegated is therefore no larger with the
more skilled users, and neither is its probability D∗

j . For part (b), equations (4) and (5)
give D∗

j = Fj(Λj) with Λj = Vj g∗j + Bj − Cj. Because Fj does not vary with ℓj and
its density f j is continuous at Λj, the chain rule gives dD∗

j /dℓj = f j(Λj) dΛj/dℓj, and
dΛj/dℓj is the bracket in equation (11). Because f j(Λj) > 0, the derivative has the sign
of the bracket.

B.3 Why mode-specific success is not identified

Fix a task and a week and drop both indices. In the framework of Section 3, each
conversation is in the delegation mode, z = 1, or in the augmentation mode, z = 0, and
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y = 1 if the success classifier judges it successful, which this appendix treats as success.
The published data give the two marginal probabilities but not the joint probability:

D∗ = Pr(z = 1), S∗ = Pr(y = 1), q∗ = Pr(y = 1, z = 1). (B.3)

If 0 < D∗ < 1, then sD = q∗/D∗ and sA = (S∗ − q∗)/(1 − D∗), so the mode-specific
success gap is:

g∗ = sD − sA =
q∗ − D∗S∗

D∗(1 − D∗)
. (B.4)

The marginals restrict q∗ only to its Fréchet bounds, which are sharp (Manski, 2003,
p. 161):

max(0, D∗ + S∗ − 1) ≤ q∗ ≤ min(D∗, S∗). (B.5)

Because (1 − D∗)(1 − S∗) ≥ 0 and 0 ≤ D∗, S∗ ≤ 1, these bounds always contain
q∗ = D∗S∗, at which success is independent of the mode and g∗ = 0. If also 0 < S∗ < 1,
D∗S∗ lies strictly inside the bounds, so g∗ can take either sign. The published marginals
therefore cannot exclude a zero gap, and because performance lies strictly between
zero and one in every main-sample task, the sign of the within-task gap is identi-
fied for no main-sample task in either week. In particular, the negative delegation–
performance relationship across tasks does not imply that delegated conversations
succeed less often than augmented ones within a task. Recovering a joint distribution
from its marginals is an ecological inference problem (Cross and Manski, 2002). Even
the joint distribution would identify only the success rates of the modes that users se-
lected, and interpreting their difference as the causal effect of delegating would require
further assumptions about how users select into modes.

The published shares measure these probabilities only approximately. Sj is a share
of all of a task’s conversations, whereas Dj leaves out the conversations labeled none
and the withheld conversations, whose treatment Appendix A describes. Equation (6)
is therefore not an accounting identity in the measured shares, and treating Dj as D∗

j

assumes that the conversations it leaves out split between the modes like the others.
The argument above holds at every value of D∗

j strictly between zero and one, and the
data admit such values for every main-sample task, even where Dj itself is zero or one,
so its conclusion does not depend on that assumption.

B.4 Changes in mode-specific success

Let t = 0 denote November and t = 1 February. For the observed weeks, sm
j,t is the

success rate of mode m in week t, which equals sm
j (Mt) in the framework but can

also change with the users and the requests between the observed weeks. Let δm
j =
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sm
j,1 − sm

j,0, as in Section 3, and let g∗j,t = sD
j,t − sA

j,t be the gap in week t. Equation (9)
holds for these rates by the law of total probability. Writing it as S∗

j,t = sA
j,t + D∗

j,t g∗j,t,
differencing, and using g∗j,1 = g∗j,0 + δD

j − δA
j gives, for every task:

∆S∗
j = δA

j + ∆D∗
j g∗j,0 + D∗

j,1

(︂
δD

j − δA
j

)︂
. (B.6)

The first term is the change in success under augmentation, the second is the real-
location of conversations between the modes at the November gap, and the third is
the differential improvement under delegation, weighted by the February delegation
probability. If delegation is unchanged, D∗

j,1 = D∗
j,0, the change in performance is:

∆S∗
j = D∗

j,0 δD
j +

(︂
1 − D∗

j,0

)︂
δA

j . (B.7)

A rise in performance at unchanged delegation therefore fixes only this weighted av-
erage of the two improvements. Equal improvements with the other payoff terms un-
changed, the conditions of Proposition 1, produce it, but so do unequal improvements,
which, as Section 3 notes, can also leave delegation unchanged. Because the published
data identify neither the two improvements nor the gap g∗j,0, they do not establish equal
improvements under the two modes.

For the same reason, the within-task slopes of Section 5.2 are not estimates of these
terms. Reading the November slope as the gap and the change in slope as δD

j − δA
j

would require restrictions that this paper does not impose: that the November gap
and both improvements are the same in every task, and that, in both weeks, D∗

j,t = Dj,t

and Sj,t measures S∗
j,t up to sampling error. Under these restrictions, equation (B.6)

would take the first-difference form of equation (12), with the gap as the coefficient on
∆Dj and the differential improvement as the coefficient on February delegation.

C Cross-Task Robustness

This appendix collects the checks of the cross-task relationship of Section 4, in the order
in which that section uses them. Appendix C.1 reports bootstrap intervals for the com-
position checks of Tables 4 and 5, describes the task groups, varies the sample thresh-
old, groups conversations by Anthropic’s request groups instead of O*NET tasks, and
measures delegation and performance in different weeks. Appendix C.2 decomposes
the relationship between and within GWAs, adds controls for task characteristics that
O*NET measures independently of Anthropic’s classifiers, and shows which GWAs
have high or low delegation given performance. Appendix C.3 reweights Claude’s
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IWAs toward U.S. workers’ use of GenAI and defines the activity groups of the adop-
tion comparison.

C.1 Bootstrap intervals, task groups, and measurement

Sampling uncertainty of the composition checks. Table C.1 reports 95 percent inter-
vals for the correlations of the three composition checks, in Panels B and C of Table 4
and in Table 5. They come from the percentile bootstrap that gives the intervals of
Panel A of Table 4, with 2,000 draws of tasks, or of IWAs at the IWA level. The in-
tervals are wider for the work-share subsamples and at the IWA level, but every one
lies below zero, and every 99 percent interval excludes zero as well. The 99 percent
upper bound closest to zero is −0.152, for the equal-weight IWA-level correlation in
November.

Task groups. Table C.2 splits the main samples at each week’s medians of delegation
and performance into four groups and names the largest tasks in each, and Panel A of
Table 4 reports the shares of tasks and conversations in the two opposite groups. The
groups describe the samples and do not classify tasks into types. The high-delegation,
low-performance group is led by software work but is not confined to it: only 19 and
18 percent of its tasks belong to computer occupations.

Sample thresholds. Table C.3 reports the correlation between delegation and perfor-
mance at thresholds of 15, 30, 50, and 100 conversations. It is negative at every thresh-
old, in both weeks, and under both weightings, and its sign holds for all allocations of
the withheld conversations.

An alternative grouping of user requests. Anthropic also provides a bottom-up
grouping of the requests in the same conversations, built without O*NET (Appel et al.,
2026; Anthropic, 2026a). I construct performance and delegation for each request
group by the same rules as for tasks. Panel A of Table C.4 shows that the correlation
is negative at both of the two finest levels in both weeks, from −0.410 to −0.710,
and that every confidence interval excludes zero. Use is far less concentrated across
request groups than across tasks. Kish’s effective number of units under conversation
weights is (∑j nj)

2/ ∑j n2
j , which equals the number of units when all weights are

equal and falls as the weights become more concentrated (Kish, 1992, pp. 190–191). It
is 534 and 528 for finest-level groups, against 73 and 109 for tasks. The relationship
under conversation weights therefore does not rest on a few programming tasks. The
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Table C.1: Bootstrap Intervals for the Composition Checks

November 2025 February 2026

Equal Conversation Equal Conversation

Use composition, Panel B of Table 4

Tasks with work share
≥ 0.50

−0.475
[−0.562, −0.374]

−0.642
[−0.764, −0.413]

−0.476
[−0.560, −0.384]

−0.559
[−0.686, −0.377]

Tasks with work share
≥ 0.75

−0.548
[−0.688, −0.373]

−0.583
[−0.720, −0.427]

−0.436
[−0.555, −0.306]

−0.525
[−0.666, −0.357]

Adjusted for work and
coursework shares

−0.445
[−0.505, −0.384]

−0.559
[−0.641, −0.439]

−0.542
[−0.592, −0.489]

−0.634
[−0.700, −0.543]

Work-type composition, Panel C of Table 4

Within-GWA correlation −0.487
[−0.544, −0.421]

−0.547
[−0.634, −0.419]

−0.566
[−0.619, −0.507]

−0.629
[−0.700, −0.529]

Platform composition, Table 5

Equal Conversation
or RPS Equal Conversation

or RPS

Excluding
computer-occupation tasks

−0.460
[−0.522, −0.395]

−0.475
[−0.554, −0.385]

−0.565
[−0.618, −0.507]

−0.657
[−0.730, −0.560]

Tasks on RPS-covered
IWAs, conversation weights

−0.590
[−0.687, −0.455]

−0.639
[−0.706, −0.554]

Same tasks, RPS weights −0.531
[−0.639, −0.414]

−0.478
[−0.569, −0.379]

Same, excluding
computer-occupation tasks,
RPS weights

−0.517
[−0.638, −0.385]

−0.450
[−0.555, −0.329]

RPS-covered IWAs, equal
weights

−0.451
[−0.616, −0.233]

−0.456
[−0.578, −0.311]

Same IWAs, conversation
weights

−0.615
[−0.776, −0.353]

−0.640
[−0.759, −0.484]

Same IWAs, RPS weights −0.533
[−0.670, −0.352]

−0.441
[−0.565, −0.297]

Notes: Correlations between Dj and Sj from Panels B and C of Table 4 and from the composition checks of Table 5, on the same
samples, with 95 percent percentile intervals in brackets from 2,000 bootstrap draws. In the platform rows, the second column
of each week uses conversation weights unless the row names RPS weights. Draws are of tasks, except at the IWA level, where
they are of IWAs and so treat IWAs that share tasks as independent.

47



Table C.2: Task Groups by Delegation and Performance

November 2025 February 2026

Share of
tasks

Share of
conversations

Share of
tasks

Share of
conversations

High delegation, low performance 33.6 46.4 35.0 43.9
Largest tasks. Modifying and debugging software, writing programs, network and
system troubleshooting, and building websites

Low delegation, high performance 33.6 31.0 35.0 33.0
Largest tasks. Tutoring and coursework help, instruction, advising, and copy editing

High delegation, high performance 16.5 13.2 15.1 10.9
Largest tasks. Creative writing, technical editing and documentation, supporting web
code, and translation

Low delegation, low performance 16.4 9.4 15.0 12.2
Largest tasks. Consulting on computing needs, requirements analysis, technical
problem analysis, and reviewing software documentation

Tasks and conversations 947 and 846,472 1,023 and 838,965

Notes: Main samples. Tasks are split at each week’s medians of delegation, 0.405 in November and 0.416 in February,
and of performance, 0.693 and 0.721. “High” means at or above the median. Shares are percentages of tasks and of the
conversations in the sample. “Largest tasks” summarizes the tasks with the most conversations in each group.

Table C.3: Delegation–Performance Correlation by Sample Threshold

November 2025 February 2026

Minimum number of conversations Equal Conversation Equal Conversation

n ≥ 15 −0.364 −0.546 −0.505 −0.614
n ≥ 30 −0.356 −0.547 −0.504 −0.616
n ≥ 50 −0.409 −0.567 −0.539 −0.629
n ≥ 100 −0.455 −0.586 −0.558 −0.640

Notes: Pearson correlations between Dj and Sj across tasks with at least the indicated number of conversations
and both measures defined, for example 1,551 tasks in November and 1,678 in February at 50 conversations. At
100 conversations, the samples are the main samples.

check shows that the result does not depend on the O*NET assignment, but it does
not address how success is judged, because the groups contain the same conversations
with the same labels.

Delegation and performance measured in different weeks. In any one week, a
task’s performance and its delegation come from the same conversations. Chance
in which conversations are sampled, and errors the classifiers make in reading a
given conversation, can move both measures at once and could produce a negative
correlation across tasks even if tasks differed in nothing else. The two weekly samples
contain different conversations, labeled separately, so performance measured in one
week and delegation measured in the other do not share such conversation-specific
errors. Panel B of Table C.4 reports the resulting cross-week correlations on the bal-
anced panel. They are −0.468 and −0.483 with equal weights and −0.614 and −0.549
with conversation weights. In absolute value, the average of the two cross-week
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Table C.4: An Alternative Grouping of Requests and a Cross-Week Check

Equal weights Conversation weights

Correlation 95% interval Correlation 95% interval

Panel A: request groups, each week separately

November, finest level, 617 groups −0.416 [−0.508, −0.317] −0.410 [−0.501, −0.313]
February, finest level, 620 groups −0.527 [−0.624, −0.421] −0.584 [−0.662, −0.495]
November, second level, 111 groups −0.523 [−0.639, −0.378] −0.524 [−0.661, −0.364]
February, second level, 103 groups −0.710 [−0.815, −0.539] −0.679 [−0.795, −0.525]

Panel B: O*NET tasks in both main samples, 883 tasks

Same week
Delegation Nov., performance Nov. −0.471 [−0.521, −0.421] −0.565 [−0.658, −0.443]
Delegation Feb., performance Feb. −0.546 [−0.594, −0.495] −0.649 [−0.715, −0.557]

Cross week
Delegation Feb., performance Nov. −0.468 [−0.517, −0.420] −0.614 [−0.695, −0.505]
Delegation Nov., performance Feb. −0.483 [−0.530, −0.431] −0.549 [−0.644, −0.433]

Notes: Pearson correlations between delegation and performance. Confidence intervals are percentiles of 2,000 nonparametric
bootstrap draws of request groups or tasks. Panel A uses Anthropic’s bottom-up grouping of user requests at its two finest levels,
excluding the group of conversations not classified at a level, with performance and delegation built as for tasks. Every group
has more than 500 conversations, and a group’s conversation weight is its number of conversations. In Panel B, the conversation
weight is the two-week average n̄j.

covariances is only 2 percent smaller than the same-week covariance in November
and 10 percent smaller in February with equal weights. With conversation weights,
it is less than 1 percent smaller in November and 7 percent smaller in February. The
delegation–performance relationship therefore does not mainly reflect conversation-
specific errors. The check does not remove persistent measurement components, such
as a tendency in both weeks for success to be judged more harshly in some forms of
interaction.

C.2 GWA decomposition and O*NET controls

This subsection uses the main-sample tasks linked to a GWA, 893 in November and
968 in February. The 54 and 55 tasks without a DWA link hold about 7 percent of
conversations. As in Panel C of Table 4, each task’s conversations are split across its
GWAs in proportion to its GWA shares ωj,g.

Decomposition. By the law of total covariance, the covariance between delegation
and performance across tasks splits exactly into a between-GWA component and a
within-GWA component. Table C.5 reports the split. Both components are negative.
Without the ten largest tasks, which are mostly programming and hold 30 and 24
percent of the linked tasks’ conversations, the within-GWA share under conversation
weights is 64 and 68 percent. Within GWAs, the correlation between delegation and
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Table C.5: Delegation and Performance within and between GWAs

November 2025 February 2026

Equal Conversation Equal Conversation

Decomposition of the covariance across 35 GWAs

Total correlation between Dj and Sj, linked
tasks

−0.473 −0.585 −0.562 −0.634

Between-GWA share of the covariance, percent 23 53 23 43
Within-GWA share of the covariance, percent 77 47 77 57
Within-GWA correlation −0.487 −0.547 −0.566 −0.629
Within-GWA share without the ten largest
tasks, percent

64 68

Nested shares: categories, subcategories, GWAs
within subcategories, percent

29, 1, 23 13, 9, 21

Tasks 893 893 968 968

Notes: Main-sample tasks linked to a GWA, with each task’s conversations split across its GWAs in proportion to its
GWA shares, one row per task and GWA. The decomposition applies the law of total covariance. The equal-weight
columns give each task the same weight, split across its GWAs in the same proportions.

performance is −0.456 to −0.629 in the four cells and without the ten largest tasks.
With conversation weights, in the nested hierarchy, the four categories account for 29
and 13 percent of the covariance, subcategories within categories for 1 and 9 percent,
and GWAs within subcategories for 23 and 21 percent.

O*NET task characteristics as controls. Table C.6 asks whether task characteristics
that O*NET measures independently of Anthropic’s classifiers account for the negative
relationship. It uses the eight O*NET 20.1 characteristics of Table A.1: the shares of the
task’s DWA links in the categories Interacting With Others and Mental Processes, the
frequency of the task, and, averaged over the task’s occupations, four Work Context
ratings and the Job Zone. Within each week, it regresses performance on delegation
alone, with the eight characteristics, with the task’s GWA shares, and with both, always
on the same tasks. The slope keeps its sign and size in every specification. Adding
the characteristics moves it by between 4 percent toward zero and 6 percent away
from zero, and with the GWA shares, with or without the characteristics, it is 6 to 13
percent steeper than without controls, −0.437 to −0.510 against −0.402 to −0.462. The
characteristics raise the R2 of performance by only 0.02 to 0.04 without the GWA shares,
and the six that are not sums of GWA shares raise it by 0.01 to 0.02 with them. They are
imperfect proxies for task requirements. They describe O*NET tasks and occupations,
not conversations, and they do not measure the difficulty of a particular request, the
skill of the user, or how fully the request is specified. The table therefore does not rule
out differences in difficulty as a source of the relationship.
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Table C.6: Delegation and Performance with O*NET Controls

November 2025 February 2026

Slope of Sj on Dj Equal Conversation Equal Conversation

M0: delegation only −0.402 −0.416 −0.423 −0.462
(0.031) (0.035) (0.024) (0.042)

M1: plus eight O*NET characteristics −0.398 −0.398 −0.450 −0.479
(0.036) (0.047) (0.028) (0.047)

M2: plus GWA shares −0.440 −0.460 −0.450 −0.508
(0.038) (0.060) (0.029) (0.052)

M3: plus both −0.437 −0.471 −0.474 −0.510
(0.041) (0.062) (0.030) (0.051)

R2: M0 0.23 0.34 0.33 0.41
R2: M1 0.25 0.38 0.37 0.44
R2: M2 0.42 0.61 0.49 0.64
R2: M3 0.43 0.62 0.51 0.65
Tasks 855 855 924 924
GWAs with a positive share 33 33 34 34

Notes: Least-squares slopes of performance on delegation, with heteroskedasticity-robust (HC3) standard errors
in parentheses (MacKinnon and White, 1985). Within each week, all four specifications use the same tasks: the
main-sample tasks with all eight O*NET characteristics defined, less two tasks in November and one in February,
each the only task with a positive share in its GWA. M1 and M3 add the eight characteristics, standardized within
each week and weighting, and M2 and M3 add the task’s GWA shares. The interacting-with-others and mental-
processes shares are sums of GWA shares, so in M3 they enter through the GWA shares. With standard errors
clustered by occupation, every slope is more than nine standard errors from zero.

Delegation by type of work given performance. Conditional on performance,
GWAs differ systematically and stably in delegation. The residual of delegation
given performance is highest for computing and information-technology work, which
O*NET files under the GWAs Interacting With Computers, Thinking Creatively,
and two smaller ones, and lowest for Getting Information, Communicating with
Supervisors, Peers, or Subordinates, and Provide Consultation and Advice to Others.
These residuals come from a conversation-weighted regression of delegation on
performance across the linked tasks, aggregated to GWAs. With each GWA weighted
equally, they correlate 0.988 across the two weeks among the 16 GWAs with at least
one percent of conversations in both, and 0.978 when the regression also includes the
work share, human-only ability, the multitasking share, and log human-only time.
Adding human-only ability alone halves the residual of Interacting With Computers
and nearly removes that of Thinking Creatively. The residuals adjust for performance,
and in their second version for these four measures, but not for the full specification
of equation (13), whose GWA shares capture the contrast between GWAs given
performance and all five measures.
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C.3 Reweighting toward U.S. workers’ GenAI use and adoption

The RPS measure. Bick et al. (2026b) ask employed respondents of the RPS which
of the ten most important O*NET DWAs of their occupation they perform and, if they
use GenAI at work, which of those they regularly use it for, in waves from August
2025 to May 2026. I use two objects from their work. The first is the distribution of
U.S. workers’ GenAI-assisted tasks over the 332 O*NET IWAs, their Figure 9, which
they compare with chat-based usage shares from Anthropic, OpenAI, and Microsoft.
No released file contains this vector. I recovered it from the vector drawing of their
figure and accepted it only because it reproduces all 100 statistics printed in their paper
that can be recomputed from it, within rounding. The figure carries no identifiers, so
I attach the O*NET 20.1 IWA identifiers to the recovered values by the alphabetical
order of the O*NET IWA titles, the order in which the figure draws them. The second
object is their released task adoption index, defined in Table A.1, whose identifiers and
titles all match O*NET 20.1. Every merge with either object is on these identifiers.

Claude’s task composition. Claude’s IWA distribution is far more concentrated than
the RPS distribution, as Panel A of Table C.7 shows. Claude’s largest IWA, designing
computer or information systems or applications, holds 15 to 20 percent of Claude’s
conversations and 2 percent of RPS tasks. Reweighting Claude’s IWAs to the RPS
distribution, while holding Claude’s task composition within each IWA fixed, lowers
the computer-occupation share of conversations from 40.0 and 35.6 percent to 19.2 and
18.1 percent. Applying the same within-IWA task composition to the OpenAI and
Microsoft distributions that Bick et al. (2026b) map to IWAs from the data of Chatterji
et al. (2025) and Tomlinson et al. (2025) gives 17 to 18 percent, so the concentration
in programming is characteristic of Claude. Bick et al. (2026b) document the same
concentration, with the same largest IWA, in Anthropic’s data of March 2025.

The reweighted relationship. The RPS weights are the RPS shares restricted to and
renormalized over the IWAs on which Claude has main-sample tasks and the RPS
share is positive, 181 IWAs in November and 184 in February, holding 99 percent of
Claude’s linked conversations and 82 to 83 percent of RPS tasks. Each task’s weight
is its conversations reallocated in proportion to the ratio of the RPS share to Claude’s
share of each IWA it links to. Table 5 reports the correlations, and Table C.7 the slopes
and further samples. Under RPS weights, the task-level correlation keeps 90 and 75
percent of its size under conversation weights. Excluding computer-occupation tasks,
the ten largest tasks, or the ten largest DWAs changes no conclusion. The weakest cor-
relation under conversation or RPS weights is −0.422. Capping the IWA ratios at their
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Table C.7: Claude’s IWA Composition and Correlations under RPS Weights

November 2025 February 2026

Panel A: composition over 332 IWAs

Claude RPS Claude RPS

Effective number of IWAs 16.8 99.9 24.5 99.9
Share of the ten largest IWAs, percent 55 22 47 22
Computer-occupation share of conversations,
percent

40.0 19.2 35.6 18.1

Total variation distance between the two
distributions

0.65 0.62

Panel B: slope of Sj on Dj and correlations in further samples

Conversation
weights

RPS
weights

Conversation
weights

RPS
weights

IWA level: slope −0.424 −0.462 −0.443 −0.348
Task level: slope −0.420

(0.031)
−0.477
(0.065)

−0.457
(0.040)

−0.370
(0.046)

Task-by-IWA rows, GWA fixed effects: slope −0.456
(0.047)

−0.581
(0.067)

−0.504
(0.042)

−0.401
(0.040)

Task level: correlation excluding
computer-occupation tasks

−0.479 −0.517 −0.661 −0.450

Task level: correlation excluding the ten largest
tasks

−0.438 −0.523 −0.592 −0.471

Tasks in the baseline sample 882 882 958 958
Tasks excluding computer-occupation tasks 739 739 808 808
Tasks excluding the ten largest tasks 873 873 950 950

Notes: Panel A compares Claude’s main-sample conversations, allocated to IWAs through the O*NET crosswalk, with
the RPS distribution of U.S. workers’ GenAI-assisted tasks from Bick et al. (2026b). The effective number of IWAs is the
inverse of the sum of squared IWA shares. The total variation distance is the share of Claude’s mass that would have to
move to match the RPS distribution. The RPS computer-occupation share holds Claude’s task composition within each
IWA fixed. Panel B’s baseline sample consists of the tasks on the 181 and 184 IWAs that both sources cover. Table 5
reports their correlations. The ten largest tasks are the week’s ten main-sample tasks with the most conversations. One
of them in November and two in February link to no DWA and are not in the baseline sample. Conversation weights are
Claude’s conversation counts. RPS weights reallocate each task’s conversations in proportion to the ratio of the RPS share
to Claude’s share of its IWAs. Standard errors are HC1 at the task level and clustered by task in the fixed-effects row, which
has one row per task and linked IWA and fixed effects for the IWA’s GWA.

99th or 95th percentile changes the task-level correlation by at most 0.017. Reweight-
ing toward the flatter RPS distribution spreads the weight across tasks. The effective
number of tasks rises from 67 and 101 to 232 and 240. Figure C.1 shows the IWA-level
relationship under the three weightings.

Limits. The reweighting changes only the IWA composition. It keeps Claude’s users,
task composition, and outcomes within each IWA, so it does not show what the rela-
tionship would be among the workers the RPS describes. It cannot represent the 17.9
and 16.5 percent of RPS tasks on IWAs without a main-sample Claude task, about a
third of which is physical and manual work. The RPS measure covers only each occu-
pation’s ten most important DWAs, is pooled over a period that brackets both Claude
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Figure C.1: IWA-Level Delegation and Performance under Three Weightings

corr: conversation −0.615, RPS −0.533, equal −0.451 corr: conversation −0.640, RPS −0.441, equal −0.456

November 2025 February 2026

0.00 0.25 0.50 0.75 1.00 0.00 0.25 0.50 0.75 1.00

0.00

0.25

0.50

0.75

1.00

Delegation (IWA)

Pe
rf

or
m

an
ce

 (I
W

A
)

Conversation weights RPS weights Equal weights

Notes: Each point is an IWA on which both Claude and the RPS have positive mass, 181 in November and 184 in February, plotted
by its conversation-weighted mean delegation and performance over Claude’s main-sample tasks. Lines are least-squares fits
weighted by Claude conversations, by RPS task shares, and equally. The corr values are the correlations under each weighting.

weeks, and was recovered from a published figure. The task-level standard errors ig-
nore that the weights are estimated.

Adoption and delegation. The programming DWAs of Section 6.2 are the matched
DWAs with more than half of their O*NET task links in computer occupations, and
the teaching and advice DWAs are the other matched DWAs in the GWAs Training
and Teaching Others and Provide Consultation and Advice to Others. Without both
groups, the conversation-weighted correlation between adoption and delegation is
−0.018 in November and −0.161 in February. At the IWA level, I use the RPS in-
dex’s rate for the IWA, which pools the observations of its DWAs. The correlation of
adoption with delegation is then small under equal weights, RPS observation weights,
and the RPS weights of Section 4.3, 0.045 to 0.113, with intervals that include zero. It is
positive under conversation weights, 0.608 and 0.474.

D Cross-Wave Robustness

This appendix checks the cross-wave comparison of Section 5. Appendix D.1 reports
the alternative samples, composition controls, sampling noise, and the weekly cross-
task lines, and Appendix D.2 reports the nonlinear specifications.
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D.1 Samples, composition, noise, and cross-task lines

Estimation. I estimate the regressions in first differences with HC1 standard errors.
With the same task weights in both weeks, the coefficient estimates equal those from
the corresponding task-fixed-effects regressions. The HC1 standard errors agree with
task-clustered standard errors to within 0.03 percent.

Robustness samples. Table D.1 reports the intercept γ of the regression of ∆Sj on
∆Dj, its slope b, the change in the within-task slope τ, and the mean change in dele-
gation for the alternative samples. The intercept and the slope keep their sign and a
similar size in every sample, and they do not rest on computer-occupation tasks. The
slope b, −0.259 with equal weights and −0.356 with conversation weights in the full
panel, describes how the changes co-move across tasks. Sampling alone can produce
it, as the paragraph on sampling noise explains, so I report it without interpretation.

Work-heavy tasks. Two of the six samples, tasks whose two-week mean work share
is at least 0.50 or 0.75, show a larger and significant flattening, τ of 0.051 to 0.106. In
a fully interacted first-difference specification on all 883 tasks, the extra flattening of
these tasks has p-values of 0.03 to 0.22 without controls. Its p-values are 0.12 to 0.23
once the November human-only ability, human-only time, and multitasking labels, the
computer-occupation flag, the GWA shares, and slopes by O*NET category share are
controlled for. At both thresholds, it is significant at 5 percent at some intermediate
steps of adding these controls. Work-heavy tasks are more often computer-occupation
tasks than the other tasks. The evidence that work-heavy tasks flatten more than other
tasks is therefore weak.

Composition controls. Table D.2 adds the within-task changes in the work and
coursework shares, human-only ability, the multitasking share, and log human-only
time to the regression of ∆Sj on ∆Dj. The controls raise the intercept γ rather than
absorbing it. Relative to personal use, a shift toward work or coursework goes with
larger performance gains, and personal use rose between the weeks. The slope b
moves by at most 0.019. By contrast, among the 466 tasks with fully published work
and coursework cells in both weeks, adding the controls reduces the intercept from
0.035 to 0.031 with equal weights and from 0.032 to 0.026 with conversation weights.
The corresponding slopes change from −0.309 to −0.314 and from −0.397 to −0.358.

Sampling noise and same-conversation coupling. Performance and delegation are
shares of a weekly random sample, and both come from labels of the same conversa-
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Table D.1: Cross-Wave Estimates across Alternative Samples

Sample Tasks Intercept
γ

Slope b of
∆Sj on ∆Dj

Change in
slope τ

Mean
∆Dj

Panel A: equal weights

All tasks 883 0.042
(0.002)

−0.259
(0.047)

0.020
(0.015)

0.004
(0.003)

Excluding computer-occupation tasks 741 0.042
(0.003)

−0.250
(0.052)

0.020
(0.017)

0.002
(0.003)

Excluding the ten largest tasks 873 0.042
(0.002)

−0.260
(0.047)

0.021
(0.015)

0.004
(0.003)

Computer-occupation tasks only 142 0.046
(0.004)

−0.343
(0.074)

0.011
(0.026)

0.013
(0.005)

Two-week mean work share ≥ 0.50 396 0.036
(0.003)

−0.282
(0.094)

0.051
(0.024)

0.014
(0.004)

Two-week mean work share ≥ 0.75 169 0.036
(0.004)

−0.354
(0.112)

0.106
(0.040)

0.014
(0.005)

Panel B: conversation weights

All tasks 883 0.036
(0.003)

−0.356
(0.078)

0.030
(0.014)

0.002
(0.004)

Excluding computer-occupation tasks 741 0.032
(0.003)

−0.353
(0.082)

0.023
(0.019)

0.005
(0.005)

Excluding the ten largest tasks 873 0.036
(0.003)

−0.370
(0.075)

0.030
(0.015)

0.006
(0.005)

Computer-occupation tasks only 142 0.042
(0.005)

−0.325
(0.184)

0.028
(0.024)

−0.003
(0.005)

Two-week mean work share ≥ 0.50 396 0.035
(0.004)

−0.351
(0.112)

0.058
(0.016)

0.003
(0.004)

Two-week mean work share ≥ 0.75 169 0.032
(0.004)

−0.358
(0.112)

0.085
(0.027)

0.004
(0.005)

Notes: First-difference regressions on the balanced panel with HC1 standard errors in parentheses. γ and b are from
∆Sj = γ + b∆Dj + uj. The change in slope τ is the coefficient on February delegation in ∆Sj = ϕ + β ∆Dj + τDj,Feb +
uj, the first-difference form of equation (12). Conversation weights are the two-week average conversation counts
n̄j, and the ten largest tasks are those with the largest n̄j.

Table D.2: Composition Controls in the Cross-Wave Regression

Equal weights Conversation weights

Controls added to ∆Sj = γ + b∆Dj + uj γ b γ b

None 0.042
(0.002)

−0.259
(0.047)

0.036
(0.003)

−0.356
(0.078)

∆ work share, ∆ coursework share 0.049
(0.004)

−0.274
(0.045)

0.041
(0.004)

−0.375
(0.071)

Also ∆ human-only ability, ∆ multitasking share,
∆ log human-only time

0.052
(0.004)

−0.275
(0.041)

0.041
(0.004)

−0.358
(0.059)

Notes: Balanced panel of 883 tasks, first differences, HC1 standard errors in parentheses. Conversation weights are the
two-week average conversation counts n̄j. The personal share is omitted because the work, coursework, and personal
shares sum to about one.
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tions. Binomial sampling noise accounts for 30 and 15 percent of the cross-task vari-
ance of ∆Sj and for 33 and 17 percent of that of ∆Dj, with equal and conversation
weights. If, within a task and week, delegated conversations are judged successful
less often, sampling alone makes ∆Sj and ∆Dj co-move negatively. The within-task
joint distribution of the success label and the interaction pattern is not published, so
this sampling-induced co-movement cannot be removed, and b mixes co-movement of
task means across weeks with the conversation-level association inside task-weeks.

Weekly cross-task lines. Part (c) of Proposition 1 concerns each week’s least-squares
line of performance on delegation across a fixed set of tasks with fixed weights. On the
balanced panel, with the two-week averages n̄j as conversation weights, the slope of
this line is −0.403 in November and −0.399 in February with equal weights and −0.419
and −0.441 with conversation weights, and the February line lies 0.041 higher with
equal weights and 0.046 higher with conversation weights at D = 0. The line therefore
shifted up while its slope changed little, the pattern that part (c) gives for a common
improvement, although the pattern does not establish one. These lines describe the
cross-task relationship of Section 4 in each week. They are a different estimand from
the within-task profiles of Section 5.2, which compare each task with itself, and their
vertical distance is not the February shift of Table 7.

D.2 Nonlinear delegation–performance specifications

I estimate quadratic and linear-spline versions of the within-task regression in Sec-
tion 5.2. Both specifications allow the delegation–performance profile to differ between
weeks. The spline has one knot at D = 0.5. Both are estimated in first differences on
the balanced panel, which give the task-fixed-effects estimates. Table D.3 reports the
slopes and the February shifts at points of the common support, with standard errors
for the spline slopes and the shifts. The curvature terms are jointly insignificant in ev-
ery version. The November slope above the knot differs from the slope below it by 9
and 31 percent of the latter, with p-values of 0.84 and 0.50. The February shift is flat
in delegation with equal weights and 0.018 to 0.020 larger at D = 0.8 than at D = 0.2
with conversation weights, the weak flattening of Section 5.2. The checks give no evi-
dence that the profile is nonlinear or that February’s gains are concentrated in a region
of delegation.
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Table D.3: Quadratic and Spline Profiles with Task Fixed Effects

Weights

Equal Conversation

Panel A: linear spline, knot at D = 0.5

November slope below the knot −0.283
(0.043)

−0.323
(0.061)

November slope above the knot −0.258
(0.115)

−0.424
(0.138)

February slope below the knot −0.248
(0.042)

−0.306
(0.060)

February slope above the knot −0.269
(0.103)

−0.378
(0.142)

p-value: November slope change at the knot 0.84 0.50
p-value: linear profile in both weeks 0.71 0.74
February shift at D = 0.2 0.036

(0.003)
0.029

(0.004)
February shift at D = 0.5 0.047

(0.004)
0.034

(0.006)
February shift at D = 0.8 0.043

(0.012)
0.048

(0.009)

Panel B: quadratic

November slope at D = 0.2 −0.277 −0.331
November slope at D = 0.5 −0.273 −0.374
November slope at D = 0.8 −0.268 −0.418
February slope at D = 0.2 −0.233 −0.329
February slope at D = 0.5 −0.260 −0.342
February slope at D = 0.8 −0.288 −0.354
p-value: November curvature 0.96 0.68
p-value: linear profile in both weeks 0.64 0.76
February shift at D = 0.2 0.037

(0.003)
0.030

(0.004)
February shift at D = 0.5 0.045

(0.003)
0.035

(0.004)
February shift at D = 0.8 0.044

(0.012)
0.050

(0.009)

Panel C: February shift at D = 0.8 minus at D = 0.2

Linear 0.012
(0.009)

0.018
(0.009)

Quadratic 0.007
(0.012)

0.020
(0.010)

Spline 0.007
(0.012)

0.019
(0.009)

Notes: Balanced panel of 883 tasks, first differences with HC1 standard errors in parentheses. Conversation
weights are the two-week average conversation counts n̄j. Slopes are the derivative of the fitted profile
with respect to delegation. The February shift is the fitted February profile minus the November profile at
the given value of D. The joint tests are F tests that both weeks’ profiles are linear, that is, that the slope
changes at the knot or the squared terms are zero in both weeks.

58



E Correlates of Delegation

This appendix reports the estimates behind Section 6.1. Appendix E.1 gives the full
estimates of equation (13) and their robustness checks. Appendix E.2 relates delega-
tion and performance to task characteristics that O*NET measures independently of
Anthropic’s classifiers.

E.1 Full estimates and robustness checks

Full estimates. Table E.1 reports the standardized coefficients of equation (13) for
performance and the five measures, the coefficient of performance alone, and the R2 of
the nested specifications.

Robustness checks. Four measures have coefficients with the same sign that are sig-
nificant at 5 percent, with HC1 standard errors, in both weeks and under both weight-
ings: performance, human-only ability, log human-only time, and the work share. I
check whether these associations rest on one O*NET category by leaving out, in turn,
each of the four categories into which O*NET sorts the GWAs, Information Input, Men-
tal Processes, Work Output, and Interacting With Others. The check for a category
drops the tasks whose largest share of DWA links falls in that category, including those
in which another category has an equally large share. The four associations keep their
sign in all 24 check fits: the four leave-one-category-out samples, the tasks linked to a
GWA, and the 883 balanced-panel tasks within each week, with conversation weights
given by that week’s conversation counts, each in both weeks and under both weight-
ings. Performance, human-only ability, and human-only time also keep 5 percent sig-
nificance in every check. The work share does so in every check with equal weights
but in only four of the 12 with conversation weights, where its p-values reach 0.32.
Standard errors clustered by occupation use the first O*NET-SOC occupation listed for
each task, which gives 391 clusters in November and 407 in February. With these stan-
dard errors, performance, human-only ability, and human-only time keep p < 0.001
in every cell, and the work share keeps p < 0.001 with equal weights, whereas with
conversation weights its p-values are 0.031 in November and 0.058 in February.

E.2 Task characteristics measured by O*NET

O*NET characteristics. This subsection asks how delegation and performance relate
to task characteristics that O*NET measures independently of Anthropic’s classifiers
(Peterson et al., 2001; Hansen et al., 2014; National Center for O*NET Development,
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Table E.1: Correlates of Delegation Conditional on Performance, Full Estimates

November 2025 February 2026

Standardized measure Equal Conversation Equal Conversation

Performance −0.079 −0.077 −0.102 −0.095
(0.005) (0.007) (0.005) (0.007)

Human-only ability −0.024 −0.072 −0.022 −0.075
(0.005) (0.007) (0.006) (0.007)

Log human-only time −0.078 −0.053 −0.080 −0.060
(0.007) (0.007) (0.007) (0.006)

Work share 0.037 0.023 0.032 0.016
(0.006) (0.010) (0.006) (0.007)

Multitasking share −0.010 −0.013 −0.004 −0.004
(0.006) (0.006) (0.005) (0.005)

Coursework share 0.021 0.015 0.008 0.008
(0.005) (0.009) (0.005) (0.007)

Performance alone −0.079 −0.108 −0.103 −0.118
(0.006) (0.016) (0.005) (0.011)

R2: performance only 0.21 0.34 0.31 0.41
R2: all six measures, no GWA shares 0.40 0.65 0.46 0.67
R2: plus GWA shares 0.53 0.77 0.58 0.77
Adjusted R2: plus GWA shares 0.51 0.76 0.56 0.76
Tasks 947 947 1,023 1,023

Notes: Least-squares estimates of equation (13) by week on the main samples. Except in the performance-alone row and
the first two R2 rows, every regression also includes the task’s GWA shares, with Thinking Creatively omitted, and an
indicator for tasks without a DWA link. One task per week is the only task with a positive share in its GWA and is fit exactly,
which leaves the other coefficients unaffected. Performance and the five measures are standardized within each week and
weighting, so coefficients are differences in delegation per standard deviation. Standard errors in parentheses are HC1.

2015). I use the eight O*NET 20.1 characteristics that Table C.6 uses as controls. Un-
like equation (13), each regression has standardized delegation or standardized perfor-
mance as its outcome and the eight standardized characteristics as its only regressors. I
estimate it within each week, with equal weights and with conversation weights, with
HC3 standard errors. I classify an association as robust if it has the same sign, is sig-
nificant at 5 percent, and has an absolute value of at least 0.10 in both weeks under
both weightings. Table E.2 reports the estimates. One characteristic is robustly associ-
ated with delegation, and none with performance. Tasks whose DWAs involve more
interaction with other people are less delegated, by 0.330 to 0.463 standard deviations
per standard deviation of the share. Explanation-seeking conversations are likely to be
assigned to teaching and advising tasks, so part of this association may be definitional.
With standard errors clustered by occupation, the association remains significant at 5
percent, and it survives the exclusion of computer occupations under both weightings.
The eight characteristics account for 8 percent of the variance of performance with
equal weights, against 21 to 24 percent for delegation.
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Table E.2: O*NET Characteristics, Delegation, and Performance

November 2025 February 2026

Equal Conversation Equal Conversation

Panel A: delegation

Task level
Interacting-with-others share −0.370 −0.463 −0.330 −0.418

(0.038) (0.091) (0.038) (0.088)
Mental-processes share −0.082 0.013 −0.125 −0.070

(0.037) (0.184) (0.035) (0.149)
Task frequency 0.046 0.111 0.021 0.105

(0.035) (0.067) (0.033) (0.063)
Occupation level

Freedom to make decisions −0.105 −0.185 −0.095 −0.185
(0.038) (0.102) (0.038) (0.084)

Repeating same tasks −0.011 0.081 −0.021 0.064
(0.039) (0.082) (0.039) (0.076)

Being exact or accurate 0.044 −0.046 0.072 −0.010
(0.037) (0.103) (0.037) (0.083)

Consequence of error −0.057 −0.019 −0.031 −0.007
(0.033) (0.078) (0.037) (0.072)

Job Zone −0.269 −0.078 −0.283 −0.175
(0.040) (0.076) (0.041) (0.075)

R2 0.24 0.36 0.21 0.33

Panel B: performance

Task level
Interacting-with-others share 0.171 0.262 0.201 0.180

(0.044) (0.083) (0.043) (0.124)
Mental-processes share −0.030 −0.031 −0.004 0.039

(0.043) (0.138) (0.039) (0.106)
Task frequency 0.046 0.076 0.101 0.044

(0.036) (0.064) (0.036) (0.072)
Occupation level

Freedom to make decisions −0.008 0.104 0.010 0.102
(0.043) (0.084) (0.045) (0.092)

Repeating same tasks −0.079 −0.191 −0.013 −0.164
(0.047) (0.098) (0.045) (0.089)

Being exact or accurate −0.036 0.104 −0.065 0.059
(0.045) (0.105) (0.042) (0.096)

Consequence of error 0.028 −0.115 0.011 −0.048
(0.038) (0.072) (0.043) (0.090)

Job Zone 0.132 0.056 0.100 0.161
(0.046) (0.080) (0.052) (0.119)

R2 0.08 0.18 0.08 0.14

Tasks 857 857 925 925
Occupations 367 367 380 380
Effective number of tasks 69 106

Notes: Each column of a panel is one regression of the standardized outcome on all eight standardized
O*NET 20.1 characteristics of Table A.1, on the main-sample tasks with all eight defined. Coefficients are
standard-deviation differences, with HC3 standard errors in parentheses. Conversation weights are the
week’s conversation counts, and the effective number of tasks is Kish’s.
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